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Abstract

Adversarial multi-objective bandits hold the potential to help us optimize choices
(arms) whose reward is a multidimensional vector chosen by an adversary and whose
performance is measured by Pareto regret. We define loss as one minus reward and
measure the easiness of a coordinate by the smallest cumulative loss of the arms
on it, and call the coordinate easier when this quantity is smaller. Existing work
suggests that in theory an easier coordinate may reduce Pareto regret. However, in
practice, one may not know which coordinate is easier. On the negative side, we
show that this lack of information eliminates the possibility: a smaller cumulative
loss does not improve the worst-case order of Pareto regret. Precisely, let Ly be the
smallest cumulative loss along coordinate d over T rounds. For K > 4 arms, T > 6
rounds, and at least 2 coordinates, we prove that the minimax expected Pareto
regret is Q(min{7T — Lo, /K (T — Lo)}). It is monotonically decreasing in Lg, even
when Ly = ming Ly itself is known. On the positive side, this result motivates the
possibility that other coordinates, not just the easy one, may suffice to attain the
optimal rate of Pareto regret. When L is known, we apply Poly-INF to a fixed
coordinate and obtain an upper bound on Pareto regret that exhibits the same
order and thus matches the lower bound. Without such knowledge, we develop a
reward-doubling version of Poly-INF that adapts to this unknown quantity while
still attaining the matching minimax rate. Another implication is that it has no
extra log T factor and is independent of the number of coordinates.



1 Introduction

Multi-armed bandits [Auer et al., 2002a,b| have elegantly enabled sequential decision
making in a broad spectrum of applications, dating back to classical recommender
systems [Mahadik et al., 2020, Yang et al., 2020, Zhu and Van Roy, 2023, Yi et al., 2023|
and extending to emerging large language models [Bouneffouf and Feraud, 2026, Chen
et al., 2026, Poon et al., 2026]. Here, a decision maker sequentially selects an option
from multiple options (often called arms) and receives information about its performance
in the form of a scalar value (often called a reward). The goal is to maximize the
cumulative performance of the chosen options, usually in the language of regret, which
measures the cumulative difference between the reward obtained by always selecting the
best arm in hindsight and the reward received by the decision maker. Bandit models
broadly fall into two categories, stochastic [Auer et al., 2002a| and adversarial [Auer
et al., 2002b|, depending on if rewards are independently drawn from a fixed distribution
or chosen by an adversary. Both have witnessed measurable successes in theory and
practice via the community’s joint efforts [Bubeck and Cesa-Bianchi, 2012, Bubeck et al.,
2013, Liau et al., 2018, Komiyama et al., 2015, Bouneffouf et al., 2020, Allenberg et al.,
2006, Neu, 2015b, Lykouris et al., 2022, Wei and Luo, 2018|.

The evolution of these applications has recently imposed the challenge of optimally
selecting options whose performance includes multiple objectives (coordinates) |Lacerda,
2017, Mehrotra et al., 2020, Wanigasekara et al., 2019, Li et al., 2026, Xue et al., 2026].
Multi-objective bandits (MO-MAB) have emerged as a promising remedy [Drugan and
Nowe, 2013, Busa-Fekete et al., 2017a, Garivier et al., 2024, Xu and Klabjan, 2023,
Roijers et al., 2017, Yahyaa et al., 2014, Auer et al., 2016, Ararat and Tekin, 2023, Hiiyiik
and Tekin, 2021, Lu et al., 2019], where the reward of each arm is a multidimensional
vector and the optimality of arms, namely Pareto optimality, is defined via Pareto
dominance. Pareto dominance [Drugan and Nowe, 2013| compares two arms across
coordinates. An arm is Pareto optimal if no other arm is better than it on every
coordinate; otherwise, it is suboptimal and Pareto dominated. Importantly, as Pareto
dominance requires another arm to be better across all coordinates, performing well on
even one coordinate can be sufficient to prevent an arm from being dominated. This
geometry also motivates notions of Pareto regret [Drugan and Nowe, 2013, Xu and
Klabjan, 2023, related to the minimum value to be added uniformly to all coordinates
when comparing with Pareto optimal arms in hindsight, although their precise definitions
differ between stochastic and adversarial models. Meanwhile, the easiness of individual
coordinates can differ, i.e., what it takes to optimize along them. This heterogeneity,
coupled with Pareto dominance, suggests that coordinates, such as easier ones, may
play a role in Pareto regret and thus in the performance of MO-MAB.

To date, existing studies on MO-MAB have jointly addressed this question for the
stochastic problem, where the reward vectors are independent and identically distributed
across the time horizon. The seminal studies measure Pareto regret by cumulative Pareto
gaps |Drugan and Nowe, 2013, Turgay et al., 2018, Lu et al., 2019], specify how objectives



are combined or ordered |[Busa-Fekete et al., 2017b, Hiiyiik and Tekin, 2021], or identify
Pareto optimal arms [Auer et al., 2016, Ararat and Tekin, 2023|. Here, coordinate
easiness is measured by the suboptimality gap in expected reward between its top two
arms: a larger gap makes the best arm easier to distinguish. Under certain assumptions,
Guan and Xu [2026] show that Pareto regret can follow the easiest coordinate under
this measure. The algorithm searches for such a coordinate using confidence bounds
across arms and coordinates, then certifies an arm as Pareto optimal. Notably, fixed
reward distributions make this search feasible as repeated samples provide persistent
statistical information and thus hope for learning. However, such an assumption can
oftentimes measurably break for real-world problems. Consequently, these arguments,
and the insights behind them, do not extend to adversarial MO-MAB.

Much less is known about adversarial MO-MAB in general, to the best of our
knowledge. Encouragingly, several results from classical adversarial bandits and the
limited literature on adversarial MO-MAB suggest that an easy coordinate may still
help. Notably, Xu and Klabjan [2023] introduce a definition of Pareto regret and show
that it can be upper bounded by classical regret on any coordinate fixed before play.
Accordingly, they select an arbitrary coordinate, as their guarantees depend only on
the horizon and do not reflect the roles of coordinates. However, as suggested by the
line of work on adversarial bandits, the horizon dependence can be overly pessimistic.
In particular, the minimum cumulative loss among the arms can be much smaller
than the horizon. Here, loss is one minus reward. Seminal algorithms in the field
have exploited this structure and achieved regret upper bounds that increase with this
minimum cumulative loss [Allenberg et al., 2006, Neu, 2015b, Lykouris et al., 2022, Wei
and Luo, 2018|. Hence, coordinate easiness may also matter as in stochastic MO-MAB:
if the coordinate with the smallest cumulative loss were known, one might hope to obtain
smaller Pareto regret by optimizing along it. This raises the underexplored question of
whether coordinate-specific difficulty can similarly be exploited in adversarial MO-MAB.

Yet, the decision maker generally does not know which coordinate attains this
minimum. This leaves a dilemma. Directly applying existing scalar algorithms to an
arbitrary coordinate seems to yield a Pareto regret guarantee scaling with the loss on
that coordinate instead of the horizon, which can be larger than the minimum across
coordinates. Identifying the coordinate attaining this minimum, on the other hand, may
itself incur substantial regret. Importantly, we do not yet know whether either difficulty
is fundamental in adversarial MO-MAB. The dependence on the loss of the chosen
coordinate may be an artifact of optimizing along that coordinate, and the apparent
need to identify the minimum-loss coordinate may simply be a consequence of this
dependence. This raises:

Does the Pareto regret scale with minimum coordinate loss in some sense, and should
we try to identify coordinates en route to the optimality?

Counterintuitively, the optimal rate is governed by the minimum coordinate loss but
is monotonically decreasing in it, and attaining this rate does not require identifying



the coordinate that realizes the minimum. On coordinate d, let Ly denote the minimum
cumulative loss among the arms, and let L* = ming Lg. Thus, a small L* means that
some arm has small cumulative loss (thus large cumulative reward) on at least one
coordinate, but neither the arm nor the coordinate attaining L* is known. Qur first
part is surprisingly negative. For every Lo € [0,T], we derive a lower bound of order
min{7T — Lo, /K (T — Lo)} over the class of instances satisfying L* = Ly. This lower
bound is monotonically decreasing in Lg: making the easiest coordinate easier, i.e.,
decreasing its minimum cumulative loss instead increases the lower bound. On the flip
side, this negative result has an optimistic implication: perhaps we do not need identify
the coordinate. We confirm this by showing that the optimal rate can be attained
using any fixed coordinate but with deliberately designed algorithms along the chosen
coordinate. We establish this through both existing and new algorithms. The resulting
regret bounds match the lower bound, implying minimax optimality, without an extra
logarithmic factor and without dependence on the number of coordinates.

Our main contributions are as follows. We extend Pareto regret in Xu and Klabjan
[2023] so that it is well defined. For each coordinate, we measure its easiness by the
minimum cumulative loss among the arms on that coordinate, and a coordinate is easy
when some arm has small cumulative loss in it. Using this measure, we determine the
optimal worst-case order of Pareto regret as a function of Lo, the easiness on the easiest
coordinate. Surprisingly, this function is monotone decreasing in Ly. Hence in contrast
to the scaling in bandits, it yields a new lower bound, authentic and unique to MO-MAB.
Even when this loss is 0, the lower bound has the same order as in the unrestricted case.

We then develop routes to optimize Pareto regret without finding this easy coordinate;
in fact any coordinate suffices for minimax optimality but the algorithm along the
coordinate has to be targeted. We first apply Poly-INF [Audibert and Bubeck, 2010] to
one coordinate fixed before play. When the cumulative loss on the easiest coordinate is
known, we set the reward scale using the horizon minus this loss. When it is unknown,
we develop a reward-doubling version of Poly-INF that restarts the algorithm and
doubles the scale whenever the reward collected in the current run reaches that scale.

Perhaps surprisingly, we prove that the upper bound of the proposed methods
matches the lower bound, particularly with respect to Lg, the easiness of the easiest
coordinate. This also implies the minimax optimality of the methods and the tightness
of the lower bound. As a separate contribution, they also sharpen the dependence on
the problem parameters. They remove the common +/log T factor and are independent
of the number of coordinates, with the order governed by the intrinsic complexity (Ly).
We also adapt EXP3, EXP3-IX, and Tsallis-INF and derive corresponding bounds to
assess whether these popular methods attain the optimal rate; the guarantees incur
extra factors.



2 Problem Formulation

2.1 Setting and notation

We study the adversarial multi-objective multi-armed bandit (MO-MAB) problem.
There are K arms, T rounds, and D reward coordinates. Before the first round, an
oblivious adversary specifies the reward vectors r = 7! = (Tgt)lgdg p € 10,1]P of every
arm i € [K] in every round ¢ € [T]. We call this collection r the reward sequence. In
each round 1 <t < T, the decision maker (learner) chooses an arm a; based on its past
observations, possibly using randomization, and observes only the chosen arm’s reward
vector r@tt,

Pareto dominance is a standard tool for comparing vectors in multi-objective bandits,
and we adopt it here. For vectors a,b € RP, a weakly dominates b if ag > by for every
coordinate d; we write a > b, or equivalently b < a. If in addition a # b, then a
dominates b, denoted by a > b. Vectors a and b are incomparable, denoted by a || b, if
ag > bg and ag < by for some coordinates d,d’. Finally, 1 € RP denotes the all-ones
vector.

Let G; := Z?:l rbt denote the cumulative reward vector of arm i. Perhaps unsur-
prisingly, this vector is unknown until the end; in other words, it is unknown during the

process. We define the set of distinct nondominated cumulative reward vectors as
O = {Gz 11 € [K], ﬂj € [K] with G]’ > GZ} (1)

As O’ is defined over reward vectors rather than arms, tied arms contribute only one
vector, and O’ is always nonempty. We call O’ the Pareto front of the cumulative reward
vectors. Ultimately, we care about which arms are optimal. An arm whose cumulative
reward vector belongs to O’ is Pareto optimal, and the collection of such arms, denoted
by O is called the Pareto-optimal set, or Pareto set for short. Naturally, both O’ and O
are unknown to the learner.

2.2 Regret

Regret has long been the go-to language in bandits for measuring how far our arm
choices are from choosing the optimal arms as if with hindsight knowledge of G;, which,
of course, is unavailable throughout. We first recap the scalar regret in classical bandits
(also called coordinate regret) by considering an individual coordinate of the reward
vectors. This is helpful for distinguishing coordinates and thus understanding their roles.
Then we proceed to the main objective, Pareto regret, which measures performance
considering the entire reward vectors with Pareto dominance.

Let Ap := Zthl r?:? denote the cumulative reward vector of the learner, which
chooses an arm sequence A = {at}thl; scalar Ar g is the value of this vector in coordinate
d. Along each coordinate d, the standard comparison with the best fixed arm [Auer



et al., 2002b, Lattimore and Szepesvari, 2020, Bubeck and Cesa-Bianchi, 2012| defines
the coordinate regret, which reads as

R} :=max G4 — Ara. (2)
(2
We next denote Pareto regret by R%(r), or simply Rgsw with a slight abuse of notation:

RfTS = inf{e > 0: flc € O' with 0 = Ar + €1} = |max min (Gia—Ara)| - (3)
i€[K] de[D] +

Eq. (3) has a particular elegant interpretation. For every e > 0, we have the equivalence:
RE>¢ <= 3i€[K]st. Gig> Arq+e for every d € [D]. Intuitively, it measures
the largest uniform improvement that one arm offers over the learner’s cumulative
reward across all coordinates. Positive regret captures a uniform advantage of one fixed
arm over the learner across all objectives, while zero regret means that every fixed arm
fails to improve on the learner in at least one objective.

To see why the second equality holds, we prove the following result regarding the
minimax expression.

Proposition 1 (Pathwise representation). For every reward sequence and every realized
play path, the two expressions in (3) are equal. The maximum over arms can equivalently
be taken over the distinct nondominated vectors in O'. The identity holds even when
cumulative arm vectors coincide or no shift makes the learner incomparable with every
vector on the front.

However, the converse does not hold; zero Pareto regret does not imply that the
learner’s cumulative reward vector is Pareto nondominated. For example, let Ap = (T,0)
and G; = (T,T). Although G; = Ap, we have R§§ = 0, because the two vectors are equal
in the first coordinate and hence there is no positive uniform improvement attained at
zero shift. More generally, adding a coordinate with identical rewards across arms in
every round makes Rfﬁ = 0 for every policy. At its core, zero Pareto regret guarantees
that no single fixed arm can strictly improve on the learner in every objective.

Notably, our definition builds on and extends that of Xu and Klabjan [2023|. They
define Pareto regret as min{e > 0: Ay + €l || o for every o € O’}, on the domain where
At is weakly Pareto dominated by every vector in O’. However, it does not cover
three edge cases. First, the feasible set in the minimum can be empty. For Ay = (0,0)
and O" = {(1,1)}, no shift makes Ay + €l incomparable with (1,1), so Dist(Ar, O) is
undefined. Second, feasible shifts may exist but the minimum may not be attained. For
Ap = (0,0) and O" = {(1,2)}, the feasible shifts are € € (1,2), which has an infimum
but no minimum. Third, ties can make the Pareto front O’ empty, as the Pareto set O
is defined before O therein. This order matters. If two arms have the same cumulative
reward vector G; = (1,1), neither satisfies the non-domination condition, so both can
be excluded from O. This notion is also closely related to the Pareto suboptimality



gap of Jiang et al. [2023] for multi-objective online convex optimization. In our setting,
however, the comparators are fixed arms, and performance is evaluated without relying
on convexity of the reward sequence.

We address these issues by first deduplicating vectors in O’ and then defining the
Pareto set of arms, while using the boundary of the same uniform-shift condition.
This preserves the Pareto comparison and ensures a well defined regret for every
reward sequence. To formalize the relation, let us define a_ = max,co ming(og —
AT,d)y ay = mingeo maxd(ad - AT,d) (4)

The next proposition shows that, for distinct arm vectors, our definition agrees
exactly with that of Xu and Klabjan [2023] whenever theirs is well defined: replacing
their minimum by an infimum yields R§§. At the same time, Rg% remains well defined
even when their feasible set is empty.

Proposition 2 (Comparison). Suppose O' # & and Ay < o for every o € O'. The
feasible shifts € in Xu and Klabjan [2023] form (a—,ay). When this interval is nonempty,
its infimum a— is at most Rfﬁ, but its minimum is not attained. If vectors G; are distinct,
their front equals O', and the infimum equals Rg%. Eq. (3) holds on every outcome,
including outcomes where this interval is empty.

2.3 Mathematical form of the main question

We are now ready to present the precise form of our main question of interest. For
coordinate d, let Uy(r) := max; G; 4 be the cumulative reward of its best arm, and let
Ly(r) :==T — Uy(r) be that arm’s cumulative loss, obtained by subtracting each step’s
reward coordinate from 1. Notably, the reward and loss notation give identical regret.
In MO-MAB, we have Rfjﬁ < [max;(Gjq — AT,d)]+ = [R%LL . In classical bandits, the
regret bound becomes smaller as Ly decreases |Lykouris et al., 2022|. Thus, a coordinate
with smaller Ly can give a tighter bound on Pareto regret. The smallest loss and the
corresponding reward are L*(r) := ming Lg(r) = min,; 4 Zthl (1 —Tzl’t) =T-U,U*(r):=
maxq Uy = max; 4 G; q (5). We use d*(r) to denote a coordinate attaining this minimum.
In other words, L*(r) = L; when D = 1; the regret scales with L.

The first part of the main question thus concerns whether Pareto regret admits
an analogue through L*(r) when D > 2. If such a dependence exists, then all reward
sequences with the same value L*(r) = Ly must share the same bound. The sharpest
such guarantee at L is therefore obtained by taking the worst case over these sequences
and then optimizing over policies. Precisely, for a fixed Ly € [0, 7], the minimax Pareto
regret among reward sequences with L* = Lg is

Vipr(Lo) i=inf  sup  Eu[Rf] (6)
A r: L*(r)=Lo

The infimum is over all policies A, so that it represents the optimal policy; the
expectation accounts for the policy’s randomness. The supremum is over all instances



with the same Lo, so that it represents the worst case. Thus, Vi pr(Lo) gives the
optimal worst-case Pareto regret for Ly. Fixing L™ = Ly means that the losses on other
coordinates can still vary. We also consider the case where all coordinate losses are fixed,
but the learner does not know which value corresponds to which coordinate. Specifically,
define VE?E?T(T) := inf 4 sup,ce(ry E A[RE], where C(r) contains all reward sequences
obtained by permuting the coordinates of the same reward sequence r. The question
is whether they depend on Lg and, further, scale with Lg, as suggested by classical
bandits.

This also motivates us the second part. Let A denote a policy that commits to
one coordinate d before the first round, without knowing d*(r), and operates only on
that coordinate. Xu and Klabjan [2023] show that such a policy can attain the optimal
order w.r.t. the horizon T. With a more carefully designed policy A, can the upper
bound sup,.. 7»()=r, E4[RE] attain the same order as Vi pr(Lo), particularly w.r.t.
the coordinate-related quantity Lg?

3 Lower Bound Analyses

To answer the first part, this section is dedicated to the analyses of the minimax
Pareto regret. Before analyzing the general dependence on Ly, we begin with the
special case Ly = 0 to gather insights with more interpretable intuition and motivate
the general-case analysis. Here, Ly = 0 means a problem class where there exists a
coordinate d* on which the best arm incurs zero cumulative loss; equivalently, that
arm receives reward one on coordinate d* in every round. The main challenge is that
neither a lower bound on coordinate regret nor a condition on coordinate loss directly
implies a lower bound on Pareto regret, which depends on the joint rewards across
coordinates. Our construction of instances for this class links the coordinates to reflect
coordinate-level properties.

Let us first introduce several notations for ease of presentations. We denote ¢ :=
| K /2|, Wy := min{T,/qT}, h := [Wy/256], n := T — h, and o := : min{1, /q/n}.
We consider instances with W, > 512. We split 2¢ arms into groups Ay, ..., A4, and
By, ..., Bg; each group has at least two arms when we assume the number of arms K > 4.
During the first h rounds, every A; receives (1,0), and every B; receives (0, 1). Before
play, choose a case J € {A, B} uniformly and a hidden index I € [g] uniformly. The
remaining rewards are shown in Figure 1. The Y;; are independent Bernoulli rewards
with mean 1/2 + « for ¢ = I and mean 1/2 otherwise. If K is odd, the remaining arm
receives (0,0) during the first block and the reward (0,1/2) in case A or (1/2,0) in case
B during the remaining rounds. The case, hidden index, and all Bernoulli rewards are
sampled before play. Each realization is therefore an oblivious reward sequence. In
case A, every A; receives reward one in coordinate 1 on all 7" rounds. In case B, every
B, receives reward one in coordinate 2 on all 7' rounds. Hence every realization has
L* = 0. Probabilities and expectations below include these draws and the algorithm’s



randomization.

Case A, coordinate 1 has zero loss Case B, coordinate 2 has zero loss

Group First h roundsRemaining n rounds | Group First A roundsRemaining n rounds
A; (1,0) (1,Yi4) A; (1,0) (1/2,0)
Bi (07 1) (07 1/2) Bi (Oa 1) (Y;,h 1)

The arm with larger mean reward is in group A. The arm with larger mean reward is in group B.

The first A rounds are identical in both cases.
The case and all rewards are selected before play.

Figure 1: The zero-loss construction. The first block is identical in both cases; the
remaining rewards determine whether group A or group B contains the zero-loss
coordinate and the arm with larger mean reward in the other coordinate.

The two cases create the two required shortfalls against the same hidden arm. Let
X 4 and Xp be the numbers of first-block pulls from the two groups. The algorithm’s
first-block shortfalls in the two possible zero-loss coordinates are dy = h— X 4, dp =
h— Xp, da + dp > h. The first-block observations do not reveal J, so after any
such history,

1
Pr{d; > h/2 | first-block history} > 7 (7)

Every arm in group J, including the hidden arm, receives reward one thereafter in this
coordinate. Its shortfall d; therefore cannot decrease.

In the other coordinate, the remaining rounds form a g-armed bandit problem with
hidden mean advantage . We may reveal J before these rounds; doing so can only
help the algorithm. Let Ct be the hidden arm’s reward and S the algorithm’s reward in
this coordinate over the remaining n rounds. With V' := min{n, \/gn}, the hard-bandit
estimate in Lemma 14 gives, after every first-block history,

1
12288° ®

The chosen lengths satisfy h > W, /512, V' > (255/256)W,, and V/64 > 2h. On the
events in (7) and (8), the hidden arm is ahead by at least /2 in the zero-loss coordinate.
In the other coordinate, the algorithm can gain at most h during the first block, so the
hidden arm is ahead there by at least V/64 — h > h. Hence the same arm is ahead in
both coordinates and RfTS > h/2. The two events occur together with probability at
least 1/24576, yielding E[RY] > h/49152 = Q(W,).

When W, < 512, a one-round construction covers the remaining range. Choose a
hidden arm uniformly, give it reward (1,1) on the first round, give every other arm (0, 0),
and give every arm (1,1) on all later rounds. The expected regret is 1—1/K > 3/4. Since
q=|K/2| > K/4 for K >4, we have W, > i min{T, v KT}. In the small range this

Pr{Cr — S > V/64 | first-block history, J} >



implies min{T,vVKT} < 1024, so the constant lower bound has the required order. In
the large range the preceding display has that order. For any fixed randomized algorithm,
averaging selects one deterministic reward sequence generated by the construction with
at least this expected regret. For D > 2, we copy coordinate 1 into the remaining
coordinates; this changes neither the feedback nor Rgi.

Theorem 3 (Zero-loss lower bound under bandit feedback). For K > 4,7 >6,D > 2
and every bandit algorithm, there is a deterministic reward sequence fixed before play

with L* = 0 satisfying Vi p,17(0) = Q(min{T, V KT}) .

Theorem 3 directly answers the main question. For fixed K, expected regret can
grow as /T even though an arm has zero loss in one coordinate. Knowing the value
L* = 0 does not identify that coordinate. In contrast, if the zero-loss coordinate itself
is given before play, an elimination rule guarantees R < min{7T, K — 1} (Lemma 15).
When D = 1, the coordinate is known automatically. The gap therefore comes from not
knowing which coordinate has zero loss, rather than from not knowing the value of that
loss.

For any exact class L* = Lg, write Uy := T — Lgy. If Uy = 0, the lower bound is
zero. If 0 < Up < 1, give one uniformly hidden arm reward Uyl on the first round and
give all other arm-round pairs zero reward. Then L* = Lg, and the expected regret is
(1-1/K)Uy.

If Uy > 1, apply the zero-loss construction to the first m := |Uy| decisions; the
algorithm may still use 7' and Ly. When m < T, give every arm (Uy — m)1l on
round m + 1 and zero thereafter. The largest arm-coordinate reward is exactly Up, so
L* = Ly; the common added rewards leave Rgi unchanged. Since m > Uy/2, we have
min{m, vVKm} > L min{Uy, vKUy}. This gives the following full-horizon bound.

Theorem 4 (Lower bound for every value of L*). For K > 4,T > 6,D > 2
and every Lo € [0,T], with Uy = T — Lo, the value in (6) satisfies Vi pr(Lo) =
Q(min{Uy, vKUo}) . The algorithm may know Lq before play.

At Ly = 0, we have Uy = T, and Theorem 4 recovers the rate in Theorem 3. For
Uy < K, the lower bound is Q(Up), matching the general upper bound R%’l < Uy. For
Up > K, it is Q(v/KUy), which comes from the cost of finding the hidden arm. As Ly
increases, Uyp =T — Lo decreases, so no comparator can accumulate as much reward.

Corollary 5 (Permutation). Let K > 4,7 > 6,D > 2 and Ly € [0,T]. Set Uy
T — Ly and X\(Lg) = (LO,{T‘;LO,...,T‘;LO YD1 entries). Then we have Vf('fgro(r)

2= B min{Uy, vKUp}.

AVANI

Relation to existing lower bounds. Xu and Klabjan {2023, Theorems 5.3-5.4|
obtain adversarial lower bounds of order v/T by reducing to scalar bandits with iden-
tical coordinate means or rewards; their stochastic Theorem 5.1 similarly transfers a
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logarithmic scalar lower bound to Pareto pseudo regret. In contrast, Theorem 4 gives
adversarial lower bounds over reward sequences with L* = Ly, and Corollary 5 further
fixes all coordinate losses up to permutation. This requires hiding which coordinate
attains the minimum, but in the zero-loss case, simply duplicating a scalar zero-loss
instance across coordinates would allow the learner to use any coordinate and obtain
bounded regret by Lemma 15. Lai and Robbins [1985, Theorem 1] give a KL-dependent
asymptotic lower bound for each fixed stochastic instance, under policies whose regret is
subpolynomial over the model class. Our lower bound instead holds at a finite horizon
and for every policy.

4 Algorithms and Upper Bound Analyses

The lower bound analysis shows that any guarantee on Pareto regret that holds
uniformly over the class L* = Ly must incur the rate min{7T — Lo, /K (T — Ly)}. We
now turn to the second part of our question: whether this rate can be attained without
identifying d*, the coordinate attaining Lg. The encouraging answer is yes. It is enough
to choose any coordinate before the first round and carefully optimize along it. We
introduce two algorithms, both of which attain the same rate. When L is known, the
condition L* = Ly provides the common reward bound Uy =T — Ly across coordinates,
and we run Poly-INF on an arbitrary coordinate using this bound. When Lg is unknown,
we develop a reward-doubling version of Poly-INF that adapts the reward scale from
observations.

The intuition behind these results follows from an interplay between the rate identified
by the lower bound and Pareto geometry. The rate from the lower bound is monotonically
decreasing in Lg, while Ly also lower bounds the cumulative loss on every coordinate.
This contrasts with the intuition from classical adversarial bandits that smaller loss is
better. However, the rate increases with the complementary reward quantity Uy = T — Ly.
For every coordinate d, we have Uy < Up. Importantly, some algorithms for classical
adversarial bandits admit regret bounds that increase with U;. Thus, any coordinate
regret can also scale with Uy. The following lemma crucially builds the route from
coordinate regret to Pareto regret: the positive part of the regret on any fixed coordinate
controls Pareto regret. The key subsequent task is therefore to control this positive part,
rather than only the expected regret commonly analyzed before, thereby transferring
the same rate to Pareto regret.

Lemma 6 (Reduction). For every reward sequence and play path, and every coordinate
dl
ogRgég[RdT/] ., RE<U. 9)
+

More generally, let Ap be the set of nonnegative coordinate weights that sum to one.
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For any w € Ap, put gix =>4 wdrzit and RY =max; Yy, git — Yy Gast- Then

RE<[RY),., max)y g, <U. (10)
! t

We use the coordinate case in what follows, while, more generally, Lemma 6 shows
that the same comparison extends to any fixed weighted average of the coordinates. One

subtlety is that the reduction involves [RdT/] : a bound on signed expected regret alone
+

is insufficient, as positive and negative regret can cancel. The weighted version may
have implications for scenarios where the decision maker has known a priori preferences,
in the form of weights, over the coordinates.

Remark 7. The coordinate regret R% is the standard regret against the best fixed arm in
hindsight and can be negative, since the learner may switch among arms and outperform
every fixed arm on coordinate d. The sign becomes relevant here because Pareto regret
is nonnegative; consequently, our comparison involves the positive part [Rf}h, rather
than R% itself. In particular, a bound on E[R%] does not by itself imply the same bound
on E[[R%]+]. Moreover, the weighted version generalizes the result in Xu and Klabjan
[2023], which considers only the coordinate case without weights.

These results reduce the remaining task to developing scalar methods whose positive
part of the regret on an arbitrary fixed coordinate can be controlled at the target rate
in Up/Ly. We first consider the case where Lg is known (Section 4.1) and then the case
where it is unknown (Section 4.2).

4.1 When L, is known

The lower bound holds even if Lg is known, which motivates us to first consider
this setting. We use the Poly-INF policy of Audibert and Bubeck [2010, Theorem 18],
whose parameters can be set using an upper bound B > 81K on cumulative reward. We
denote the resulting policy by POLY-INF(B). Since Uy is known and the cumulative
reward of every arm on every coordinate is at most Uy, we can set B = Uy for any
coordinate fixed before the first round.

Algorithm 2 therefore runs PoLy-INF(Up) when Uy > 81 K. When Uy < 81K, it
instead plays a fixed arm throughout, as the deterministic bound Rfﬁ < Uy already gives
the desired rate. To see this, for every 0 < Uy < 81K, RfTS < Up < 9min{Uy, vKUp}. If
Up < K, the minimum equals Uy. If K < Uy < 81K, then Uy//KUy = /Up/K < 9.

Perhaps naturally, it leads to the following upper bound on the Pareto regret.

Theorem 8 (Optimal upper bound when Ly is known). For K > 2,7 > 2, D > 1
and every Ly € [0,T], with Uy = T — Lg, Algorithm 2 with B = Uy satisfies E[RE] <
10 min{Uy, v KUy} on every reward sequence with L* = Ly.

For K > 4,T > 6,D > 2, this bound holds uniformly over all reward sequences
r satisfying L*(r) = Lo, for each fixed known L. Taking the supremum over this
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class therefore yields the same order, which matches the lower bound in Theorem 4 for
Vk.pr(Lo). Hence, a policy using any coordinate fixed in advance is minimax optimal
without identifying the coordinate attaining Ly.

A new aspect of our analysis is controlling the positive part of scalar regret. For
the Poly-INF policy of Audibert and Bubeck [2010, Theorem 18|, the parameters are
the same for every confidence level. Integrating its tail bound therefore gives, for
Uy > 81K, E[[Rglp,]Jr] < (8.5 4+ v2)/KUy. Together with the reduction from Pareto
regret to coordinate regret, this yields the upper bound.

Notably, our choice of Poly-INF is deliberate. To see why, we also examine several
popular algorithms. In particular, modified EXP3 uses the logarithmic estimator of
Audibert and Bubeck [2010, Theorem 21| with B = Uy. Gain-based EXP3 and EXP3.P
retain their updates, with their exploration parameters set using Up. EXP3-IX similarly
uses a learning rate tuned to Up. We find that they may incur additional factors in their
regret bounds or retain a dependence on the time horizon T' as shown in Lemma 25,
which can be larger than Uy since Uy < T'. Thus, while the choice of coordinate does not
matter for attaining the minimax rate, how the learner optimizes along that coordinate
does.

The precise results are summarized below.

Proposition 9 (EXP3 variants). Fiz K > 2,7 >2,D > 1 and a coordinate d' before
play. The corresponding bounds on E[RE] are O(min{Uy, \/KUylog(3K)}) for modified
EXP3, O(min{Uy, (K log K)Y3U2/*}) for gain-based EXP3, O(min{Uy, /KT log(KT)})
for EXP3.P and adversarial MO-KS, and O(min{Uy, VKT log K}) for EXP3-IX.

At the level of these guarantees, Poly-INF is the only algorithm among those
considered that matches the lower bound uniformly over Uy. Modified EXP3 incurs an
additional v/log K factor, gain-based EXP3 does not attain the target dependence on
Up, and EXP3.P and EXP3-IX retain a dependence on T'. This comparison shows that
attaining the minimax rate does not require identifying a favorable coordinate, but does
require a favorable algorithm with the appropriate dependence on Uy.

4.2 When L; is unknown

More generally, Ly may be unknown to the learner, for example when the problem
setting is completely black-box. In this case, a direct fallback is to run Poly-INF with
B =T, the worst-case upper bound on Uy, though this can clearly be overly pessimistic.
This gives O(min{Up, vV’ KT}), where the second term fails to reflect the role of Uy. To
recover this dependence without knowing L, we propose reward-doubling Poly-INF,
Algorithm 5. It fixes one coordinate, starts with B = 81K, and runs PoLy-INF(B).
Whenever the reward collected during the current run reaches B, it doubles B and
starts a fresh copy on the next round. In this way, the scale adapts to the observed
rewards while the chosen coordinate remains fixed.

We prove its regret upper bound as in the following theorem.
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Theorem 10 (Upper bound on Pareto regret). For K > 2,T > 2,D > 1, Algorithm 5
does not use Ly. For every Ly € [0,T] and every reward sequence fized before play with
L* = Ly, it satisfies E[RS] < 100 min{Uy, VK U}, Up=T — Ly (11).

The doubling scheme allows the unknown reward scale to reveal itself through the
observed rewards. Across epochs, we compare against the best arm on the chosen
coordinate, so the epoch regrets sum to the full coordinate regret. Whenever this
regret is positive, the largest scale reached by the algorithm is controlled by the
cumulative reward Uy of that arm. Since the epoch scales grow geometrically, the regret
contributions across epochs remain of order v/ KU,. A single supermartingale controls
the estimation error across all epochs, avoiding a union bound over restarts and hence
an additional logarithmic factor. Together with Uy < Uy and Lemma 6, this gives the
stated Pareto-regret bound.

An important implication is that the optimal dependence on Lg can be attained
even when neither its value nor the coordinate attaining it is known. The learner adapts
through the rewards observed on an arbitrary fixed coordinate, while Uy < Uy =T — Ly
connects this adaptation to the target rate. Knowing Lg, however, reduces the constant
in our upper bound from 100 to 10.

Another natural approach is to apply a scalar algorithm (that is an algorithm in
classical bandits along one coordinate) with a small-loss guarantee to a fixed coordinate
d, yielding a bound in terms of Lz. Such a bound can be sharper for a particular
reward sequence, but Ly can vary widely among sequences with the same Ly = ming Lg.
To see whether they can nevertheless recover the optimal rate, we closely examine
several algorithms for adversarial bandits that do not know Ly and derive their bounds
on Pareto regret. Their available guarantees reveal two obstacles. For several EXP3
variants, the resulting bounds retain a dependence on T', Ly, or additional factors, and
therefore do not recover the optimal dependence on Uy. For Tsallis-INF, EXP3++, and
MO-US, the available guarantees instead control signed expected scalar regret, whereas
our reduction requires its positive part. Converting these guarantees introduces an
additional sequence-dependent term that is not controlled by L. Fixed-block variants
remove this term but lead to a T3/4 dependence. We summarize the results in Table 1;
the precise statements are provided in Appendix.

Collectively, the lower and upper bounds yield the following minimax characteriza-
tion.

Theorem 11 (Minimax rate). For K > 4,7 > 6,D > 2 and every Lo € [0,T], Eq. (6)
satisfies Vi, p.r(Lo) = O(min{Uy, vEKUp}) (12).

At Ly = 0, the minimax rate is ©(Wg 1) where Wi r := min{T, VKT }, recovering
the existing bound and removing the extra /log T factor in Xu and Klabjan [2023].
More generally, these bounds characterize the dependence of the minimax Pareto regret
on K, T, and, for the first time, Lo, an intrinsic coordinate-level quantity that may
or may not be known to the learner. The horizon enters only through Uy =T — Ly.
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Scalar method Knows Lo? b in E[RE] < min{Uy, b}

Poly-INF Yes VKUy

Modified EXP3 Yes KUplog(3K)

Gain-based EXP3 Yes / no (Klog K)Y3V?/3 with V. =Uy / T
Reward-doubling Poly-INF No KU,

(Ours)

Poly-INF with B =T No VKT

EXP3.P and adversarial MO-KS  Either KTlog(KT)

EXP3-IX Either VETlogK

GREEN-IX No KLy log(KT) + K log(KT)
Original EXP3.1 No VEUylog K + (KU /log K)'/* + K log K
Tsallis-INF (IW) No VKT + Sy

Tsallis-INF (RV) No VKT + KlogT + Sy

EXP3++ No VKTlogK + Sy

MO-US No VKTlogK + K + Sy

Fixed-block Tsallis-INF (IW) No K/ATS/4

Fixed-block Tsallis-INF (RV) and No KYAT3/410g(2T)

MO-US

Fixed-block EXP3++ No KYAT3/4 log K

Table 1: Proved upper bounds for a coordinate d’ fixed before play.

When Uy < K, the rate is O(Uy), corresponding to the deterministic reward cap. When
Uy > K, the rate becomes O(v/KUp), reflecting the cost of learning the best arm. For
K € {2,3}, all upper bounds remain valid, while the matching lower bound remains
open. Lastly, the role of the coordinate dimension is surprisingly limited. The rate is
independent of D, and a single coordinate fixed before the first round is sufficient to
attain the upper bound.

Extension to the full-information setting. The same dependence on Ly also
appears under full information, where the learner observes every arm’s reward vector
after each round. For K >4, T > 6, D > 2, and every Lo € [0, 7], the minimax regret
over reward sequences with L* = Ly is ©(min{Up, /Uylog K}), where Uy = T — Ly.
Full information replaces the v/K dependence by y/log K, while the dependence on
Up remains. In particular, when Ly = 0, the regret still grows as VT for fixed K.
Appendix A.3.6 gives the construction and matching upper bound.
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5 Conclusions and Future Work

Multi-objective bandits have been widely used or hold the potential to be widely
used across various application domains. Understanding the role of coordinates in
adversarial multi-objective bandits is particularly important, yet underexplored, for
optimizing performance with the right handle. Pareto dominance seems to complicate
the problem, but we have also been fortunately equipped with numerous methods
from classical single-objective bandits. We take steps toward this herein by studying
several aspects of coordinates in the context of Pareto regret optimization. Several
findings are perhaps counterintuitive or surprising at first sight, but later turn out to
be quite interpretable. The most crucial role of a coordinate-level quantity is reflected
in the minimum coordinate loss Lg. It plays an important role in coordinate regret
and, in theory, governs the best admissible coordinate regret. A surprising lower bound
on Pareto regret is monotonically decreasing in Lg, yielding an instance-dependency
through Lg. We also develop algorithms that achieve this rate uniformly over the class,
proving both tightness and optimality for every Ly and over instances in the minimax
sense. In contrast, the roles of the coordinate dimension (D) and coordinate choice (d)
are quite limited. The bound has no dependence on D or d. The consequence is that
the choice of algorithm along the chosen coordinate matters and must therefore be made
carefully.

At the same time, we feel obligated to highlight that the findings are limited to
these specific intrinsic quantities and do not exclude the possibility that there may be
other quantities that are also related to coordinates and affect Pareto regret. We hope
the work proposed herein could inspire future work toward fully understanding the role
of coordinates for performances in multi-objective problems.
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A Technical appendices and supplementary material

The appendix is organized as follows.

1. Appendix A.1 reviews the closest stochastic and adversarial bandit results.
2. Appendix A.2 proves the identities and scalar comparisons in Section 2.

3. Appendix A.3 proves the bandit lower bounds in Section 3, the known-coordinate
result cited there, and the full-information extension.

4. Appendices A.5-A.8 give the algorithms and upper-bound proofs in the order used
in Section 4.

A.1 Related work

A.1.1 Stochastic Pareto regret

Most work on stochastic multi-objective bandits assumes that each arm has a
fixed probability distribution over reward vectors and compares arms through their
mean reward vectors. Drugan and Nowe [2013] introduced Pareto UCB1, which forms
coordinatewise confidence bounds, constructs an optimistic Pareto set, and selects an
arm from that set. Its cumulative Pareto regret adds the Pareto suboptimality gap of
the selected arm on each round. This is a round-by-round comparison with the Pareto
front of the mean reward vectors.

Several extensions retain this stochastic, mean-based viewpoint. Turgay et al. [2018|
define contextual Pareto regret as the sum of the distances from the selected context-
arm pairs to the corresponding context-dependent Pareto fronts. Lu et al. [2019] study
generalized linear reward models, use confidence bounds to approximate the Pareto
front, and obtain a contextual Pareto-regret guarantee. Guan and Xu [2026| ask whether
stochastic Pareto regret can follow an easy objective. Under a condition ensuring that
an objective-wise maximizer is Pareto optimal, their algorithm searches across objectives
and certifies a best arm on an objective with a large mean gap. Repeated samples from
fixed reward distributions make such certification possible.

The stochastic regret above is different from the criterion studied here. It sums
gaps defined from fixed mean reward vectors or, in contextual models, fixed conditional
mean functions. Our criterion instead makes one comparison after T' rounds between
the learner’s cumulative reward vector and the cumulative reward vectors of the fixed
arms. This distinction matters under adversarial rewards because there are no fixed
arm means or mean gaps to estimate.

A.1.2 Other multi-objective criteria

Pareto order is one way to compare vector rewards without first choosing how to
trade one objective against another. Other work makes that tradeoff part of the problem.
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Busa-Fekete et al. [2017b] optimize the Generalized Gini Index, which aggregates the
coordinates according to a fairness-sensitive utility. Hiiytik and Tekin [2021] study
lexicographically ordered and satisficing objectives. Linear and nonlinear scalarizations
likewise convert each reward vector into a scalar reward before applying a bandit
algorithm [Drugan and Nowe, 2013|. These criteria are appropriate when the coordinate
preferences are specified, but two different preferences can rank the same Pareto-efficient
arms differently.

Multi-objective optimization also evaluates sets of solutions through additive indica-
tors and hypervolume. Additive indicators ask how far one set must be shifted before it
weakly covers another, while hypervolume measures the region dominated relative to a
chosen reference point |Zitzler et al., 2003, Zhang and Golovin, 2020]. Our criterion uses
a common additive shift, but it answers a narrower online-learning question. It asks
whether one fixed arm improves the learner’s cumulative reward in every coordinate. It
does not evaluate the coverage or hypervolume of a set of solutions.

Another branch studies Pareto-set identification rather than cumulative regret.
Auer et al. [2016] give confidence-based procedures for approximately identifying the
Pareto front. Ararat and Tekin [2023| extend this problem to preferences represented
by a polyhedral ordering cone and derive cone-dependent sample-complexity bounds.
More recent work studies both fixed-budget identification [Kone et al., 2024] and fixed-
confidence identification with asymptotically optimal sample complexity for Gaussian
arms [Crépon et al., 2024]. These methods seek to return the Pareto set, or an
approximation to it, after sampling. Our learner instead incurs regret while acting and
is compared with fixed arms over the given horizon.

A.1.3 Adversarial multi-objective bandits and online learning

Jiang et al. [2023] introduce a sequence-wise Pareto suboptimality gap in multi-
objective online convex optimization. Their sequence-wise perspective provides concep-
tual motivation for evaluating the learner’s cumulative vector against fixed decisions
in hindsight. Our setting uses finitely many arms and observes only the chosen arm’s
reward vector. We study an explicitly nonnegative fixed-arm comparison; its pathwise
representation and bandit guarantees are established here, rather than inferred from
online-convex-optimization guarantees.

The closest bandit work is Xu and Klabjan [2023]. They define Pareto regret
through an equal-shift comparison between the learner’s cumulative reward vector and
an arm-based Pareto front, and relate it to scalar regret on a coordinate chosen before
play. Their MO-KS algorithm runs UCB or EXP3.P on one fixed coordinate when it is
told whether rewards are stochastic or adversarial. Their MO-US algorithm modifies
EXP3++ to avoid requiring this information. They also give worst-case lower bounds,
including an adversarial lower bound based on repeated coordinates.

Our criterion admits a uniform-shift representation using distinct nondominated
cumulative arm vectors and an infimum. Proposition 12 relates it precisely to the
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incomparability-based criterion, including cases involving ties or an unattained minimum.
For the nonnegative criterion studied here, scalar comparisons require the positive part
of coordinate regret, not just its signed expectation.

Our lower bounds concern reward sequences with prescribed minimum coordinate
loss L* = Ly. The worst-case order persists at Ly = 0, even though some arm has
zero loss in one coordinate, and the complete rate depends on K and Uy = T — Ly.
Corollary 5 further preserves this rate for an explicit family of prescribed unordered
coordinate-loss profiles. These results distinguish knowledge of coordinate-loss values
from knowledge of which coordinates attain them.

A.1.4 Scalar adversarial bandits

The standard adversarial bandit benchmark is regret against the best fixed arm in
hindsight. EXP3 and EXP3.P give expected and high-probability guarantees at the
usual worst-case scale [Auer et al., 2002b]. A separate line of work obtains first-order
bounds that become smaller when the best arm’s cumulative loss is small [Allenberg
et al., 2006, Neu, 2015b, Lykouris et al., 2022, Wei and Luo, 2018|. Lower bounds
match this dependence up to logarithmic factors in the applicable small-loss regime
[Gerchinovitz and Lattimore, 2016]. These results motivate our question of whether a
small loss in one unknown coordinate also reduces Pareto regret.

The upper bounds in this paper also use scalar guarantees that depend on the best
fixed arm’s cumulative reward. Poly-INF provides the bound used for our matching
result [Audibert and Bubeck, 2010]. We additionally analyze EXP3.P, EXP3-IX [Neu,
2015a], Tsallis-INF [Zimmert and Seldin, 2021], EXP3++ [Seldin and Lugosi, 2017],
and the scalar algorithms underlying MO-KS and MO-US. This comparison requires
some care. A bound on signed expected scalar regret does not by itself bound the
expected positive part of scalar regret, which controls our Pareto regret. We therefore
state whether each result uses the published algorithm unchanged, uses parameters
determined by Ujy, or changes the reward estimator. The modified EXP3 estimator and
the Poly-INF policy are existing scalar constructions; our contribution is their analysis
under the Pareto criterion and the matching reward-doubling procedure when Lg is
unknown.

With full-information feedback, the scalar comparison becomes the classical prediction-
with-expert-advice problem, whose worst-case arm dependence is y/log K rather than
VK [Cesa-Bianchi and Lugosi, 2006]. Our full-information result shows that this
stronger feedback changes the dependence on the number of arms but does not make an
unidentified zero-loss coordinate sufficient for bounded regret.

A.2 Problem-formulation properties

We prove the formula defining Rgg’ its relation to the original distance, and the
comparisons with scalar regret, in that order.
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A.2.1 The formula for Pareto regret

Proof. [Proof of Proposition 1] For a fixed cumulative reward vector o, put m, =
ming(cq — Arq), and let M = max,cor my, which exists because O’ is finite and
nonempty. If 0 < e < M, choose o0 € O’ with my = M. Then o4 > Ar 4+ € for every
d, so this value of € is not feasible in the infimum. If € > max{0, M}, then for every
o € O there is a coordinate d with oq — Arq < M < e. Hence o does not weakly
dominate A7 + €1, and € is feasible. These two implications show that the infimum is
max{0, M} = [M], ; whether the boundary itself is feasible does not change its value.
It remains to replace the maximum over O’ by a maximum over arms. For every
arm 14, either G; € O’, or repeatedly following a dominating arm reaches some o € O’
with o = G;, because there are only finitely many distinct arm vectors. Therefore

m;n(Gi,d —Aryg) < mjn(Ud — Arq).

The reverse inequality between the two maxima holds because every vector in O’ is an
arm vector. Thus M = max; ming(G; 4 — Ar,q), proving the identity on every outcome,
including those for which the value is zero. U

A.2.2 Relation to the original distance

We compare (3) with the uniform-shift incomparability criterion of Xu and Klabjan
[2023]. Write their front as

Fx :={G;:i€[K], 3j#iwith Gj = G;}.

This definition excludes an arm whenever another arm weakly dominates it, including
when the two arms have the same cumulative reward vector. For example, two arms
with cumulative vector (1, 1) are both excluded, leaving Fy empty. Our vector front O’
keeps one copy of this vector and is always nonempty.

When Ap < o for every o € Fx, their criterion uses the smallest ¢ > 0 for which
Ar + €l || o for every o € Fx. Strict incomparability can leave this minimum undefined.
With Ar = (0,0) and Fx = {(1,1)}, no shift is feasible. Replacing the front by
Fx = {(1,2)} gives the open interval (1,2), which has infimum one but no smallest
element. For nonempty F'x, define

a_ := max min(og — Arq), a4 := min ma — Aryg). 13
max mj (04— Ar,a) + = min ax(0q — Ar,q) (13)
Proposition 12 (Comparison). Suppose Fx # & and Ap < o for every o € Fx. The
feasible shifts in the incomparability condition of Xu and Klabjan [2023] form (a—,ay).
If this interval is nonempty, its infimum is a_ < Rg%, and its minitmum s not attained.

If the cumulative arm vectors are distinct, then Fx = O’ and the infimum equals Rfﬁ.
Proposition 1 continues to apply when Fx or the feasible interval is empty.
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Proof. [Proof of Proposition 12| A vector Ar + €l is incomparable with ¢ precisely
when at least one of its coordinates is strictly smaller and another is strictly larger.
Equivalently,

rndin(ad —Arg) <e< mczla,x(ad — Arq).

Intersecting these open intervals over Fx gives (a—_,ay). Under the proposition’s
assumptions, a— > 0, so requiring € > 0 leaves this interval unchanged. If the interval is
nonempty, its infimum is a_ and it has no minimum.

Every vector retained in Fx belongs to O’, although a vector shared by tied arms
can be absent from Fx. Hence Fx C O and

a_ < maxmin(ocg — Arg).
oe0’ d ( ’)

Together with a_ > 0 and Proposition 1, this proves a_ < Rgﬁ. If all cumulative arm
vectors are distinct, both fronts contain the same vectors, giving a_ = Rg?. g

A.2.3 Scalar comparisons
Proof. |Proof of Lemma 6| For z; ¢ = G; 4 — Ar 4 and any w € Ap,
maxminz; g < max y wqx;q = RP.
< d i,d > < zd: dtid T

Taking positive parts proves the weighted comparison. Taking w supported on coordinate
d’ gives the coordinate comparison. Finally, all learner rewards are nonnegative, and
Giq < U™ for every i,d. Hence R§§ < U* and max; Y, wqGiq < U*.

When a scalar algorithm is used later, its weights are fixed before play. Its scalar
observations then lie in [0, 1], use only the selected arm’s reward vector, and form a
reward sequence fixed before play. The same proof applies after conditioning on weights
sampled independently before play. ]

A.3 Lower-bound analysis
We first establish a scalar bandit estimate, then use a positive-probability version of
it to compare the algorithm with one arm in both coordinates.

A.3.1 A scalar bandit estimate
Lemma 13 (Hard bandit suffix). Let m > 1 and g > 2 be integers, and put

T .
a::§mln{1, q/m},

the advantage in mean reward that the hidden candidate will carry. Consider m bandit-
feedback rounds with q candidate actions and any number of additional actions. The
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causal learner may begin with an arbitrary random state Z, which models whatever it
inherits from earlier rounds. Draw I ~ Unif|q| independently of Z. For each i € [q], let
P; denote the probability distribution of the complete interaction conditional on I = 1.
Let Py denote the corresponding null distribution, in which no candidate is advantaged.
Assume the following.

1. The distribution of Z s the same under Py, Pyi,...,P,. Under P;, candidate
rewards are independent of Z, mutually independent across candidates and rounds,
candidate i has Bernoulli mean 1/2 + «, and every other candidate is fair, that is,
Bernoulli with mean 1/2. Under Py, every candidate is fair.

2. Under each fixed distribution P; or Py, if Fs_1 is the complete history before suffix
round t, including Z, then the current candidate-reward vector is independent
of Fi—1 and of the current action, with the distribution stated in item 1. Fach
additional action has conditional expected scalar reward at most 1/2, given F_q
and its selection.

3. Feedback is nonanticipating and contains no unselected current or future candidate
reward. For each fixed i, the conditional distributions of the observation given the
history and selected action coincide under P; and Py when the selected action is not
i. When action 1 is selected, the observation contains its scalar Bernoulli reward
and, conditional on that reward, all remaining feedback has the same conditional
distribution under P; and Py.

Under these assumptions, a round on which i is selected contributes exactly its Bernoulli
likelihood ratio to the ratio between P; and Py, and the arbitrary inherited state contributes
no likelihood ratio.

If S is the learner’s cumulative suffizx reward and C; is candidate i’s cumulative
suffix reward, then every causal learner satisfies

1

E {max Ci; — S] > — min{m, \/gm}, (14)
i€lq] 32

where the expectation is over the hidden arm, the Bernoulli rewards, the remaining

feedback, and the learner’s randomization.

Proof. The proof compares every alternative P; with the null distribution Py, uses
relative entropy and Pinsker’s inequality, which bounds the total variation distance
between two probability distributions by the square root of half their relative entropy,
to limit how often the hidden arm can be sampled, and charges a expected reward on
every missed pull.

Write N; for the number of pulls of candidate i and n; = Eo[N;]. By the feedback-
kernel assumption, item 3, a round contributes nothing to the relative entropy between
Py and F; unless i is selected, and when ¢ is selected it contributes the divergence dy
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between a fair coin and a coin with mean 1/2 + a. The chain rule for relative entropy,
which sums these conditional contributions round by round, therefore gives

KL(P[)H.PZ) = ’I’Lido,
1 o 32
do :=kI(1/2||1/2 + «) = —ilog(l —4a”) < Y

For the last inequality, put z = 4a® < 1/16 and use —log(1 — x) < x/(1 — z), which
gives dy < 2a%/(1 — 4a?) < (32/15)a?
Since 0 < N; < m, replacing Py by P; changes the expectation of N; by at most m
times their total variation distance, and Pinsker’s inequality bounds that distance by
KL(P0||PZ)/2, SO

E;[Ni] < Eo[N; +mHP Pollrv

P()”P d()ni
U \/72 .

Because ) ,n; < m, averaging over ¢ and applying Cauchy-Schwarz in the form

1§:EUV]<@ m @zq:\/n*

qi:l ' Ziq q 2z:l '
<™ o m (15)
q 2¢ ~ q¢ 215

For the last step, if ¢ < m, then

dom 16a2m
15 2 15'

If ¢ > m, then a = 1/8, and the same left-hand side is at most /m/(60q) < 1/(2v/15).

Under P;, a round on which 4 is not pulled gives the learner a reward of conditional
expectation at most 1/2, by items 1 and 2, while the unobserved reward of candidate 4
is independent with mean 1/2 4+ «. On a round when i is pulled, the learner and the
comparator collect the same realized reward. Consequently

Averaging, using (15), and noting ¢ > 2,

1 1 1

- EJ[C; -S> 1--—-—

g 2 BlCi =] am( q 2¢15>
> 3i2mln{m Vam}.
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Indeed, the parenthesized factor is at least 1/2 — 1/(2v/15) > 1/4, while am =
min{m, ,/gm}/8. Finally max;, C; — S > C; — S on every play path, and the left
side of the previous display is E[C — S| because I is uniform. This proves (14). O

Lemma 14 (A positive scalar shortfall with fixed probability). In Lemma 13, suppose
that every additional action has deterministic scalar reward 1/2. Put V = min{m, ,/qm}
and Z = Cy — S. Then, for every inherited state independent of the suffix experiment,

E[Z] > V/32, E[Z?] < 3V?, P{Z > V/64} > 1/12288.

Proof. The proof of Lemma 13 gives the stated expectation for the hidden arm I
itself. Let X; be candidate I’s reward minus the learner’s reward on suffix round ¢.
Conditional on I and the history before that round, E[X;] = al{a: # I}. Therefore

M=) (X;—al{a #1})
t=1

is a martingale with My = 0. Each difference X; lies in [—1,1], so each martingale
increment has conditional variance at most one. Martingale orthogonality then gives
E[M?] < m, and

Z =a(m— Ni)+ M, E[M?] < m.

In both cases ¢ < m and g > m, the definition of a gives am = V/8. Also V2 > m
because ¢ > 2, and 0 < Ny < m. Hence

E[Z?] < 2a®m? + 2E[M?] < V?/32 + 2m < 3V2.

Writing p = P{Z > V/64}, split the positive part of Z at V/64 and apply Cauchy—
Schwarz on the upper event. This gives

V/32 <E[Z] <E[[Z],] < V/64 + VE[Z2],p < V/64 + V3V /p.

Subtracting V/64, dividing by v/3V, and squaring proves p > 1/(642 - 3) = 1/12288. All
calculations hold for an arbitrary inherited state, so they also hold conditional on any
prefix history independent of the suffix experiment. O
A.3.2 Proof of Theorem 3

Proof. [Proof of Theorem 3| We prove a slightly stronger statement covering every
integer ' > 1. Let ¢ = |K /2] > 2 and W = min{T,\/qT'}.
First suppose W > 512, and set

h = |W/256], n=1T-—h, o = tmin{1,/q/n}.

Divide 2q arms into groups Ay, ..., Agand By,..., By. If K is odd, there is one additional
arm E. For the first h rounds their rewards are respectively (1,0), (0,1), (0,0).
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Before play, choose a case w € {A, B} uniformly and an independent index I € [q]
uniformly. Generate independent Bernoulli variables Y;; for the remaining n rounds.
Their means are 1/2 + o when ¢ = I and 1/2 otherwise. The later rewards are

| A B; E
w=A| (LY (0,1/2) (0,1/2)
w=B|(1/2,0) (Y;,tal) (1/2,0).

Omit column F when K = 2¢q. All rewards are chosen before the algorithm acts. In case
A, every A; receives reward one in coordinate 1 throughout; in case B, every B; does so
in coordinate 2. Thus L* = 0 for every reward sequence in this finite distribution.

The algorithm cannot distinguish the cases during the first h rounds. Condition on
its history through those rounds, and let X4, Xp, Xg be its group pull counts. They
sum to h. Its initial deficits in the two possible zero-loss coordinates are

da=h—Xuau, dp =h— X, da+dp=h+Xg > h.

The case is still uniform and independent of this history. Therefore d,, > h/2 with
conditional probability at least 1/2.

We may now reveal the case to the algorithm, which only makes the problem easier.
In case A, use coordinate 2 as the scalar suffix problem, with the A; as candidates. In
case B, use coordinate 1, with the B; as candidates. The hidden index is independent
of the inherited history. The other observed coordinate is deterministic given the group
and case, so supplies no extra information about that index. Every noncandidate has
scalar reward 1/2. Lemma 14 applies. If C7 is the hidden arm’s scalar reward and S
the algorithm’s scalar reward in these n rounds, then, with V' = min{n, \/qn},

P{Cr — S > V/64 | prefix history,w} > 1/12288.

We next verify the four bounds on the chosen lengths. Since W > 512, we have
W/256 > 2, and hence h = |[W/256] > W/512. Also h < W/256 < T/256, so
n =T — h > 255T/256. Therefore

255

255 255
> 290 s 222 ST > 22 JoT
"= o567 M =\956 VI = 356V 1

Taking the minimum of the two left-hand terms gives V' > (255/256)W. Finally,

V. 255W _ 2W
— > —— > — > 2h.
64 — 16384 — 256 —
Conditional on every prefix history and the selected case, the suffix event has
probability at least 1/12288. The prefix event has probability at least 1/2, so their

intersection has probability at least 1/24576. On this intersection, the same hidden
arm has cumulative advantage at least h/2 in its zero-loss coordinate. That advantage
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cannot decrease after the prefix, because the arm then receives one on every round. In
the other coordinate, its prefix reward is zero and the algorithm’s prefix reward is at
most h, so its final advantage is at least Cr — S — h > h. Consequently Rgﬁ > h/2 on

this event, and

h W
E[RE] > > )
B = 49152 = 25165824

For W < 512, use a simpler finite distribution. Choose an arm uniformly before play,
give it reward (1,1) on round 1 and all other arms (0,0), and give every arm (1,1) on
all later rounds. The easiest-coordinate loss is zero. The regret is one if the algorithm
misses the hidden arm on the first round, so its expectation is 1 —1/K > 3/4.

For K >4, ¢ = |K/2| > K/4, and therefore

1
W =min{T, /qT} > 3 min{7T,VKT}.
The large-W calculation gives

B[R] > w < min{7T, vV KT} S

926 . /
> o5ioss2d —  sossieas = 2 windT KT}

The small-TW construction also satisfies this bound because W < 512 implies min{T, vV KT} <
1024, while 3/4 > 2726 .1024. For D > 2, duplicate coordinate 1. This changes neither
the regret nor the information available under bandit feedback.

Finally fix any randomized algorithm, including one told L* = 0. The average
expected regret over our finite distribution has the stated lower bound. At least one
deterministic reward sequence in its support therefore has at least that much expected
regret, with expectation only over the algorithm’s randomness. The support consists
entirely of oblivious zero-loss sequences. This gives the claimed quantifiers. The factor
lost when the construction is shortened below changes this constant from 2726 to 2727,

O
A.3.3 When the zero-loss coordinate is known

The lower bound hides which coordinate has zero loss. The next result shows why
this uncertainty matters.

Lemma 15 (A known zero-loss coordinate). Let K,T,D > 1. Suppose a coordinate d
with Lg = 0 is specified before play, but the arm attaining that loss is unknown. Start
with all arms available. On each round, play the first available arm in a fived ordering,
and remove it if its observed reward in coordinate d is less than one. Then

RE < min{T, K —1}.

When D =1 and L* = 0, the same conclusion holds without any additional information.
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Proof. Because rewards lie in [0, 1], the condition L; = 0 means that some fixed arm
receives reward one in coordinate d on every round. This arm is never removed, so
the algorithm always has an available arm. Whenever the algorithm receives a reward
smaller than one in coordinate d, it removes the arm it just played. No arm can be
removed twice, and the zero-loss arm is never removed. There are therefore at most
K — 1 rounds with positive loss in coordinate d. Each such loss is at most one, so the
algorithm’s cumulative loss in that coordinate is at most min{7", K — 1}.

The best fixed arm receives cumulative reward 7" in coordinate d. Consequently, R%
equals the algorithm’s cumulative loss in that coordinate. Lemma 6 now gives

R < [R%} — RY < min{T, K — 1}.
_l’_
If D =1, the only coordinate is known without being supplied separately. O

A.3.4 Proof of Theorem 4

The preceding construction gives zero loss in one coordinate. We now adjust its

length and append common rewards to obtain every specified value of L*.
Proof. [Proof of Theorem 4] Fix Uy = T — L. If Uy = 0, the claimed lower bound is zero.
If 0 < Up < 1, choose a hidden arm uniformly, give it reward Uyl on round 1, and give
all other arm-round pairs reward zero. Every sequence has maximum arm-coordinate
cumulative reward Up. The first action misses the hidden arm with probability 1 —1/K,
giving expected regret (1 —1/K)Uy > 3Up/4. Since Uy < K, min{Uy, VK Uy} = Uy, so
this proves the required bound in this case.

For Uy > 1, let m = |Uy| > 1. Use the zero-loss construction from the proof of
Theorem 3 for m rounds. If m < T, give every arm in every coordinate the same
reward Uy — m on round m + 1, and zero on all later rounds. If m = T, no padding is
needed, since then Uy = T. The largest cumulative arm-coordinate reward is exactly
m+ (Uy —m) = Up. The added rounds contribute the same reward to every comparator
and the algorithm, so every coordinate advantage and R{ﬁ are unchanged.

To apply the shorter-horizon bound, simulate the first m actions of any proposed
T-round algorithm, with its supplied values T', Ly and its arbitrary randomization. This
is an admissible m-round algorithm. The zero-loss proof covers every m > 1, not only
the horizon range stated in the main theorem. Since Uy > 1, m = |Uy| > Up/2. Thus
VEKm > \/KUy/2 > /KUy, and

min{m, VKm} > i min{Up, /KUp}.

Multiplying the zero-loss constant 2726 by the factor 1/2 in the preceding display gives

E[RE] > 27% min{Uy, VKUp}.

As before, averaging over a finite distribution yields a deterministic sequence for each
algorithm. Knowing L reveals neither the hidden case nor the hidden arm. O
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A.3.5 Proof for a prescribed unordered loss profile

Proof. |Proof of Corollary 5| Fix Uy = T — Lg. If Uy = 0, the all-zero sequence has
profile (T,...,T) and regret zero, as required. Assume first 0 < Uy < 2. Before play,
choose an arm [ uniformly and give it reward (Up/2)1 on the first round, while every
other arm receives zero. Choose a coordinate d* independently. On every later round,
give every arm reward Up/(2(7 — 1)) in coordinate d* and zero in every other coordinate.
All rewards lie in [0, 1]. The best arm’s cumulative reward is Up in coordinate d* and
Up/2 in every other coordinate, so the unordered loss profile is exactly A(Lgy). Every arm
receives the same rewards after the first round, so the final regret is Up/2 if the learner
does not choose I on the first round, and zero otherwise. Its expectation is therefore
(1-1/K)Uy/2 > 3Uy/8. Since Uy < 2 < K, this proves the lower bound for this case.
Now suppose Uy > 2, and set m = |Up/2| > 1, N =T —m. Use the two-coordinate
finite distribution in the proof of Theorem 3 for the first m rounds. That proof covers
every integer horizon m > 1 and yields expected regret at least 2726 min{m, v Km}
against any policy. For D > 2, set each additional reward coordinate to the average
of the first two during these rounds. The learner can compute these averages from the
first two coordinates, so the added coordinates give no new information. For each fixed
arm, its reward advantage over the learner on an added coordinate is the average of
its advantages on the first two coordinates. This average is at least their minimum, so
adding these coordinates leaves the Pareto regret over the first m rounds unchanged.
Generate this entire prefix before play, and write

m
Pp— 1/7t
My := mlax E Ty
t=1

There is a coordinate d* € {1,2} with Mgz = m. When both coordinates satisfy this
equality, choose coordinate 1. On each of the last N rounds, give every arm the same
reward in coordinate d, equal to

— {(Uo—m)/N, d=d*,
T\ (Uo)2 - My)/N, d £ d*.

The inequalities 0 < My <m < Up/2, Uy—m <T —m =N, and Up/2 <T —m=N
imply 0 < by < 1 for all d, so the appended rewards are valid. The final best-arm
cumulative reward is exactly Uy on d* and Up/2 elsewhere. Every realization therefore
belongs to C(A(Ly)).

We choose the entire reward sequence before play, including the rewards added after
round m, so the adversary is oblivious. In coordinate d, these later rounds add the same
amount Nby to the learner’s reward and to every arm’s reward. Each arm’s advantage
therefore stays the same on every coordinate, and the final Pareto regret equals the
regret over the first m rounds.
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Any T-round policy that knows the unordered profile can also be run for just the first
m rounds. Knowing 7', Lo, A(Lg) gives the learner no information about the hidden case,
the hidden arm, or the generated rewards, because these values are fixed independently
of the construction. The zero-loss lower bound therefore applies to these first m rounds.
Since m = |Uy/2| > Up/4,

1
min{m,VKm} > 1 min{Up, /KUp}.

The expected regret over the finite construction is at least 272 min{Uy, /KUp}. For
every randomized policy, at least one deterministic sequence in this finite construction
gives at least this expected regret, with expectation over the policy’s randomness. This
proves the minimax lower bound. The upper bound follows from Theorem 8, since the
learner can compute Ly = ming Ay from the profile and every sequence in the profile
class has L* = L. O

A.3.6 Full-information extension

Let Vflg p7(Lo) denote the value in (6) when the algorithm observes every arm’s
reward vector after each round. As in (6), the algorithm may know L before play.

Theorem 16 (Full-information minimax value). For K >4, T > 6, D > 2, and every
Ly €[0,T], put Uy =T — Ly. Then

Vit pr(Lo) = © (min{U, /Ty log K}) .

We prove the zero-loss lower bound first and then obtain every value of Ly by
shortening and padding the construction. The matching upper bound uses exponential
weights on one coordinate fixed before play.

Lemma 17 (Zero-loss lower bound with full information). For K >4, T > 1, and
D > 2, every full-information algorithm has a deterministic reward sequence with L* =0

such that
E[RE] > 271" min{T, \/T log K}.
The algorithm may know that L* = 0 before play.

Proof.  [Full-information lower bound when Ly = 0] We again prove the zero-loss
statement for every integer T' > 1. Put ¢ = |K/2|, b = |logoq| > 1, and Wy =

VT min{T,b}. If Wy > 128, let
h=|W¢/64], n=T—h, (=min{n,b}, 7= |n/l], V = Vfn.

Split 2¢ arms into groups Ai,..., A, and By, ..., By, with one unused arm £ when K
is odd. During the first h rounds, give every A; reward (1,0), every B; reward (0,1),
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and E reward (0,0). Independently choose a case w € {A, B} uniformly before play. In
case A, coordinate 1 will be the zero-loss coordinate of group A; in case B, coordinate 2
will be the zero-loss coordinate of group B. The prefix reward matrices are identical in
the two cases, so full information does not reveal w. If X 4, Xp, Xg are the algorithm’s
prefix pull counts, then its deficits in the two possible zero-loss coordinates are

da=h— X4y, dgp =h— Xp, da+dg=h+Xg > h.

Conditional on the prefix history, the uniform case therefore satisfies d,, > h/2 with
probability at least 1/2. We reveal w after the prefix, which can only help the algorithm.
Within the group that keeps the zero-loss coordinate, label 2¢ < ¢ candidate arms by
all sign vectors in {—1, l}g . Duplicate any labels to fill the remaining positions in this
group. Partition ¢7 suffix rounds into ¢ blocks of length 7. On block j, let candidate i’s
other coordinate be
Yig = (1+05(i)er)/2,

where the ¢ are independent uniform signs generated before play. For the remaining
suffix rounds use Y;; = 1/2. The zero-loss coordinate is one for all candidates and zero
outside their group. Every noncandidate has scalar reward 1/2 in the other coordinate.
Thus every support sequence still has L* = 0.

Write S5 = >, in block ; €¢- In each block 7, choose the sign o; to agree with the sign
of S}, using either sign when S; = 0. One candidate has this entire sign vector, so the
best candidate’s scalar suffix reward is n/2 + @, where

l
Q=35> 15l

=1

No other candidate can obtain more in any block, so this maximum is attained. For a
suffix round ¢ in block j, define

¢ {O’j (i)e;/2, if the algorithm selects candidate 1,
t =

0, if it selects a noncandidate.

Its scalar reward on that round is 1/2 + &. The selected arm and its sign are fixed
before the independent sign ¢; is revealed, so E[¢; | F;_1] = 0 and E[¢? | F,_1] < 1/4.
Full information arrives only after the action and does not change these conditional
statements. Thus M := ), & is a martingale, the algorithm’s scalar suffix reward is
n/2 + M, and martingale orthogonality gives E[M?] < n/4.

For completeness, a sum S; of 7 independent signs satisfies E[SJQ] =7 and E[S;l] =
372 — 27 < 372, Hélder’s inequality gives E[SJQ] < (E[|Sj|])2/3(E[S;1])1/3. Rearranging
and using the two moments yields

ES) [
E[S;) = W > \/g
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Because n/¢ > 1, the inequality |z] > /2 for x > 1 gives {7 > n/2. Hence

E[Q] > ? ”;”>V/5

By Cauchy-Schwarz, Q? = (> 1S;)2/4 < (£/4) > S7. Therefore E[Q?] < £*7/4 <
In/4=V?/4. Set Z = Q — M, the best candidate’s scalar suffix advantage. Then

E[Z] > V/5, E[Z?] < 2E[Q?] + 2E[M?] < V?,

because V2 = fn > n. Let p = P{Z > V/10}. Splitting [Z], at V/10 and applying
Cauchy—Schwarz on the upper event gives
\%
ESE[Z]<E[[ §E+\/ Z2p<—+V\f
Subtracting V/10 and dividing by V' > 0 gives 1/10 < ,/p. Squaring both sides gives
p > 1/100. These inequalities hold uniformly conditional on the prefix history and the
revealed case.

Since Wy > 128, W;/64 > 2, and therefore h = |W;/64] > W;/128. Also
h <W;/64 <T/64, son > 637/64. This also gives

min{n, b} > g—i min{7T, b}.

Indeed, if b < n, the left side is b, which is at least the right side. If b > n, then the left
side is n > 637'/64, while the right side is at most 637'/64. Multiplying this inequality
by n > 637'/64 and taking square roots yields

= y/nmin{n, b} > —\/TH]II]{T b} = —

Since h < Wy /64 and 63/640 > 1/32, we have V/10 > 2h. On the joint event that
the initial deficit is at least h/2 and Z > V//10, choose a scalar-maximizing candidate.
This same arm has final advantage at least h/2 in the zero-loss coordinate and at least
Z — h > h in the other coordinate. The two events have joint probability at least
(1/2)(1/100) = 1/200, so . .

fs s

ElRr] = 150 400 ~ 51200

To compare Wy with the claimed rate, first note that K < 3¢. For g > 2,

log q
2log2’

Moreover, log K < log(3q) < (log6/log2)logq, so b > (log K)/(2log6) > (log K)/4.
Therefore

Wy = /T min{T,b} > 1\/Tmin{7T,log K} = : min{T, \/Tlog K'}.
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If Wy < 128, the one-round hidden-arm construction in the bandit proof gives expected
regret 1 —1/K > 3/4 even with full information, because the reward row is revealed
only after the first action. The target rate is then smaller than 256, and 3/4 > 2717 . 256.
In the large case, W;/51200 > 27" min{T, /Tlog K }. Both cases therefore give the
stated constant 2717, Duplication of a coordinate handles D > 2, and averaging over
the finite reward distribution gives the deterministic-sequence statement. O

We next extend the construction from zero loss to a specified value of L.

Lemma 18 (Full-information lower bound at a specified loss). Under the conditions of
Theorem 16, every full-information algorithm has a deterministic reward sequence with

L* = Ly such that
E[RE] > 2720 min{Uy, /Uy log K }.

Proof. [Full-information lower bound for a specified Lg| For Uy > 1, apply the preceding
full-information zero-loss construction for m = [Up| rounds, and append common
rewards of total Uy — m as in the proof of Theorem 4. The cumulative advantages are
unchanged and the easiest-coordinate loss is exactly Lg. Since m > Up/2, we have both

m > Uy/2 and mlog K > %\/UO log K. Therefore
min{m, v/mlog K} > 1 min{Uy, /Uy log K }.

For 0 < Uy < 1, use the one-round hidden reward Uyl from that proof. The expected
regret is (1 — 1/K)Uy > 3Up/4. Since K > 4 implies log K > 1 > Uy, the target
minimum is Uy in this range. When Uy = 0, the target lower bound is zero. The first
case gives constant 2718 and the second gives constant 3/4, so the smaller constant

2720 i5 valid in all three cases. OJ

For the upper bound, exponential weights is run on one coordinate fixed before play.

Lemma 19 (Full-information upper bound at a specified loss). Under the conditions of
Theorem 16, there is a full-information algorithm that knows Lo and satisfies, on every
reward sequence with L* = Ly,

E[R%] < 4min{Uy, \/Uplog K}.

Proof. [Full-information upper bound for a specified Ly| The learner may use the class
parameter Lo, hence Up, and it attends to a single coordinate. Fix a coordinate d’ before
play and a deterministic reward sequence in the exact class L* = Lo, and write

T
it
git ‘= Tyq s Ud/ = max E it < U07
K3
t=1

where the inequality holds because Uy < U* =T — L* = Uy on the class. If Uy < log K,
play any fixed arm. The pathwise cap (9), which reads R%% < Up on the class, gives

36



E[R%] < Uy = min{Uy, /Uy log K}, the equality because Uy < log K makes Uy the
smaller term, and this includes Uy = 0.

Suppose now that Uy > log K. Run exponential weights on the rewards of coordinate
d', that is, the Hedge algorithm applied to gains rather than losses, with its learning
rate set using the reward scale Uy instead of the horizon. Before round t, set

OxXP(10 X<t Gis) log K
Dit = K ) To = 2l < 17
Zj:l exp(10 Y s<t 9js) 0
and draw a; ~ p; with fresh randomness. The update uses the full reward row and not

the sampled action. Consequently, for each fixed reward sequence, the sequence (pt)i<r
and the mixed cumulative gain

T
V= Zpt "9t
t=1

the reward that the distributions p; collect in expectation, are deterministic.
Let Wi = >, exp(no Y, 9i,s) be the total weight before round ¢, so Wi = K.
Convexity gives e™? <1+ (e — 1)z for x € [0,1]. Hence

K
Wit1 _ 1094t
- pz,te
”t X
=1

<1+ (e™—=1)p;- gi-

Using log(1 + z) < x and summing over ¢ gives

W d
T+1 _
log W, < (e™ —1) tg_l prege = (e —1)V.

If 4% is a best arm, its term in Wy equals em™Ua . Therefore

Wi

noUqg — log K < log < (e —1)V.

1
Subtracting 19V, dividing by 79, and using e* < 1+ z + 22 for 2 € [0, 1] gives

log K
o

Ur -V <

+noV. (16)

Put
T
X:=> gas M:=V-X,
t=1
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so that X is the learner’s realized reward in coordinate d’ and M is the sampling noise.
Each increment p; - gt — gq,,+ has mean zero given the history F;_1 before round ¢, so M
is a mean-zero martingale. Martingale orthogonality and gzt < git give

T T

E[M?] =) E[Var(ga,: | Fi-1)] < Y Elpe - gf] < V. (17)
t=1 t=1

In particular, since M has mean zero, its positive and negative parts have equal
expectation, and the Cauchy-Schwarz inequality gives E[[M], | = SE[|M|] < $VV.

If V < 2Up, the mixed gain stays within the reward scale and the potential bound
controls the regret. Then (9), which gives R < [Uy — X], = [(Uy — V) + M]_, the

bound (16), and the positive-part triangle inequality [z +y], < [z], + [y], give
E[RF] < [Uy — V], +E[[M],]
log K 1
S o8 + 2770U0 + 5\/ 2UO

0
= 2v/2Uglog K + \/Up/2 < 41/Uplog K,

where the last inequality follows from 2v/2 +1/v/2log K < 4 for K > 4.

If V> 2Uj, the mixed gain is so far ahead of every fixed arm that only a large
sampling deviation can make the regret positive. Let h := V — Uy be this lead, so
h > V/2 because Uy < Uy < V/2. Pathwise, R% < [Uy — X], = [M — h],. For z < h,
[z — h], = 0. For z > h, the inequality (z — 2h)? > 0 is equivalent to z — h < 2%/(4h).
Thus [z — h], < 22/(4h) for every real z and h > 0. Apply this inequality with z = M,
and then use (17), to obtain

E[M?] 1% 1
E[RE] < < Z < \/UylogK.
[RT] =T 4h = 4(V— Ud/) < 5 < 4/ Uylog

The final inequality holds because Uylog K > (log K)? > (log4)? > 1/4. Combining
the two cases with the pathwise cap Rfﬁ < Uy proves

E[R%] < 4min{Uy, \/Uplog K}.

The policy uses Uy = T — Lo, which the learner may know because the conditional
minimax value lets the learner use the class parameter Ly (Section 2.3). O

Proof. [Proof of Theorem 16| Lemma 18 says that for every full-information algorithm
there is a reward sequence in the class L* = Ly on which its expected regret is at least
2720 min{Up, /Uy log K }. Taking the supremum over that class and then the infimum
over algorithms therefore gives the same lower bound on Vflg D7T(L0>. Lemma 19 provides
one algorithm whose expected regret is at most 4 min{Uy, /Uy log K } on every sequence
in the class. Taking the same supremum and infimum gives the upper bound. The two
inequalities prove the theorem. O
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A.4 Detailed comparison guarantees

We first give the guarantees for EXP3 and its variants. Each method uses its original
update rule, and its parameters are chosen without knowing L.

Proposition 20 (EXP3 variants when Lo is unknown). Fiz K > 2.7 >2,D > 1 and
choose d' before play. On every reward sequence with L* = Ly,

E[R%] < min{Uy, /KT log(KT)} for EXP3.P and adversarial MO-KS,
E[R%] < min{Uy, /KT log K} for EXP3-IX,
E[RE] < min{Us, /K Ly log(KT) + K log(KT)}  for GREEN-IX,
E[RE] < min{Uy, (K log K)/3T%/3} for gain-based EXPS3.
(18)
Original EXP3.1 satisfies
KU3 1/4
E[RE] < min{ Up, /KUglog K + <10g;{> L KlogK b,

The first four bounds depend on T or on the chosen coordinate’s loss Lg. The
EXP3.1 bound depends on Uy, with extra terms beyond /KUjlog K. These bounds
can therefore be larger than the bound in Theorem 10.

For Tsallis-INF, EXP3+4, and MO-US, the available guarantees bound signed
expected scalar regret. To bound the expectation of its positive part, we add a term
measuring the extra reward from choosing the best arm separately on each round.

Proposition 21 (Original Tsallis-INF, EXP3+-+, and MO-US). For a coordinate d’
fized before play, define

T
i\t
Sq = g maxry — Ug.
3
t=1

The quantity Sy measures how much more reward we could obtain by choosing the best
arm on each round than by choosing the best fized arm. Each method satisfies

E[R}] £ min{Uy, VKT + Sz} for Tsallis-INF (IW),
E[RE] < min{Uy, VKT + KlogT + Sy} for Tsallis-INF (RV),
f (19)
E[R7] < min{Up, /KT log K + Sa'} for EXP3++,
E[RY] < min{Uy, /KT logK + K + Sy} for MO-US.

The same bounds hold with Ly in place of Sg, because Sy < L.

The algorithms do not need to know Sy or Ly. These quantities appear in the
bounds and can be larger than min{Uy,/ KUy}, even when L* = Lg. For example, if
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D =1, T is divisible by K, and the arms take turns receiving the only unit reward,
then Uy = T/K and Sy = T —T/K. The bound that includes Sy can therefore be
larger than the optimal rate in this case.

We also consider versions that restart with fresh randomness after blocks of a fixed
length. Their bounds depend on K and T, so we no longer need the term Sy .

Proposition 22 (Fixed-block versions of Tsallis-INF, EXP3++, and MO-US). Algo-
rithm 6, with block length h = min{T, [vV KT}, does not use Ly and satisfies
E[RY] < min{Uy, K/4T3/*} for Tsallis-INF (IW),
E[RY] < min{Uy, KY/*T%*10g(2T)}  for Tsallis-INF (RV) and MO-US,  (20)
E[RY] < min{Uy, K/*T%*\/log K}  for EXP3++.
The T3/ terms can be larger than the optimal rate, so the bounds for these restarted
methods are weaker than the bound in Theorem 10.
The bounds also hold when the algorithms use a fixed weighted average of coordinates.

For GREEN-IX, Tsallis-INF, EXP3++, and MO-US, we then compute the loss or
switching term from these weighted rewards.

A.5 Algorithm specifications

This section gives pseudocode only for algorithms introduced or modified in Section 4.
The order follows the main text. Every method uses rewards already observed, and the
coordinate or fixed weighted average is chosen before play.

A.5.1 Scalar Poly-INF

Both optimal algorithms use the scalar policy below. Its scalar input is g; ; = rzl’,t for
a coordinate d’ fixed before play. The policy and its logarithmic reward estimator are
from Audibert and Bubeck [2010].
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Algorithm 1 PoLy-INF(B) with a logarithmic reward estimator
Require: Number of arms K > 2, scale parameter B > 81K

1: Set n < 2B, v + 3y/K/B, and \ < 1/V/2KB.

2: Define 9 : (—00,0) — (0,00) by ¥(x) = (n/(-x))* + /K.
3: Set Vi <= 0 and p;; « 1/K for all 4.

4: for local rounds s =1,2,... do

5: Draw I ~ ps, receive reward gy, s € [0, 1].

6: Set v; s <— 0 for every i # I, and set

VI, s < —llog<1 — )\g185> .
v A Pig,s

7: Set Vi s < Vi s—1 + v; s for every i.

8: Find the unique zg > max; V; s such that Zfil Y(Vis —zs) = 1.
9: Set pis+1 < ¢Y(Vis — z5) for every i.

10: end for

The estimator and normalization in Algorithm 1 are well defined. Since py, s > v/K,

)\9[575 )\K i 1

- <1,
p1375 a ry 3\/§

so the logarithm has a positive argument. The map ¢ — >, ¢(V; s — ¢) is continuous
and strictly decreasing on (max; Vj s, 00), diverges at the left endpoint, and tends to
v < 1/3 at infinity. Hence z, exists and is unique. It lies in

<max Vis+n, maxVs+nvV/K/(1—7)].
1 1

At the left endpoint the largest summand exceeds one. At the right endpoint each
summand is at most (1 — )/K + /K, so bisection on this interval computes z;.

A.5.2 Algorithms used when L is known

The first algorithm receives B = Uy = T — Lg. It runs Poly-INF when the supplied
reward scale is large enough for its guarantee and otherwise uses the pathwise bound
RE < Uy.
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Algorithm 2 Fixed-coordinate policy when Lg is known

Require: Arms K > 2, horizon T', scale parameter B € [0, T, precommitted coordinate
d e[D] (eg.,d =1)
1: if B > 81K then
2: Start a fresh copy of POLY-INF(B) (Algorithm 1).
3: fort=1,...,T do

4: Draw a; from the arm distribution maintained by the current copy and
observe rt.

5: Feed back the scalar reward rgf *

6: end for

7. else

8: Play arm 1 on every round.

9: end if

Section 4.1 next considers modified EXP3 and gain-based EXP3. Modified EXP3
uses the logarithmic estimator below. Gain-based EXP3 keeps the original update and
changes only the theoretically chosen exploration parameter.

Algorithm 3 EXP3 with logarithmic reward estimates
Require: Arms K > 2, horizon T, reward bound B = Uy = T — Ly, coordinate d’
chosen before play

1. Set H = log(3K).

2: if B <4KH then

3: Play one fixed arm on every round.

4: else

5: Set v=2/KH/B,n=2\/H/(KB), and = +/H/(2KB).
6: Initialize w; 1 = 1 for every arm 4.

7 fort=1,...,7T do

8: Set ¢+ = wi/ Ej wj¢ and piy = (1 —¥)gi¢ + /K for every i.
9: Draw a; ~ p; and observe g; = Tgf it

10: Set va,+ = —B Llog(1 — Bgt/pa,t) and v;¢ = 0 for i # ay.
11: Set w; 1+1 = wi exp(nu; ) for every i.

12: end for

13: end if
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Algorithm 4 Gain-based EXP3 with a supplied exploration parameter

Require: K, T, v € (0,1], a coordinate or fixed weights

1:
2:

W

4
5
6:
7

Set n = /K and w; = 1 for all 7.

fort=1,...,T do
Set g¢; = w;/ > wj and p; = (1 —v)g +v/K.
Draw a; ~ p and observe its scalar reward gq, ;.
Set Git = Ga, 1 1{i = ar}/pi-
Update w; < w; exp(ng; ) for all i.

end for

EXP3.P, EXP3-IX, and the adversarial branch of MO-KS retain their published

updates. Their parameter choices and the resulting bounds are given with their proofs
in Appendix A.6.7.

A.5.3 Algorithms used when Lj is unknown

Reward-doubling Poly-INF starts from B = 81K and doubles this value only when

the reward collected by the current copy reaches B.

Algorithm 5 Reward-doubling PoLy-INF

Require: Arms K > 2, horizon T', precommitted coordinate d’ € [D] (e.g., d' = 1)

1:

Set e <+ 0, B, < 81K, Y, + 0, and start a fresh, independently randomized
PoLy-INF(B.).

2: fort=1,...,7T do

Draw a; from the current copy, observe g = rgf’t, update the copy, and set

Yo <~ Yo + g

if Y. > B, and t < T then
Set e « e+ 1, Be < 2B._1, Y. < 0, and start a fresh independent
PoLy-INF(B,) on round ¢ + 1.
end if

: end for

The unknown-Lgy comparison also considers fixed-block versions of Tsallis-INF,

EXP3++, and MO-US. The wrapper below restarts the selected published algorithm
independently in each block.
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Algorithm 6 Fixed-block restarts of a scalar algorithm

Require: Scalar algorithm A, K, T, integer h € {1,...,T}, a coordinate or fixed
weights
1: for blocks of consecutive rounds of length h, with a shorter last block do

2: Initialize a fresh copy of A, with independent random choices and its local time
set to one.

3: If A needs a horizon, supply the length of this block.

4: Run that copy for the entire block, supplying only its chosen arm’s scalar reward
or loss on each round.

5: end for

A.6 Upper bounds when L, is known

We follow Section 4.1. We first record the scalar reduction used by all comparison
algorithms and the Poly-INF guarantee used by both optimal algorithms. We then
prove Theorem 8 and analyze the methods in Proposition 9 in their main-text order.

A.6.1 Common scalar reduction

The scalar algorithms compared in Section 4 observe only g;; = rzl’,t in the coordinate
fixed before play. A method written for losses instead receives ¢;; = 1 — g;+. These
conventions give the same realized scalar regret,

& .
R7 = max E Git — E Jat = E Lq,t — min E Uit
3 3
t t t t

The best-arm loss in this scalar problem is Ly, not necessarily L*. On the exact class,
Uy=T — Ly and
0 < R < min{U, [RT’] .
+

This inequality is the basis for all upper-bound conversions below.

A.6.2 Signed regret and positive regret

Fix the scalar rewards g;; € [0, 1] before play. Write G; = ), gi+, G* = max; Gy,
A=>",gat, and L, =T — G*. For one coordinate, L, = Ly. For a fixed weighted
average it is the best-arm loss for that average, not necessarily L*. Throughout these
comparisons G* < Uy.

Lemma 23 (Conversion with a bound on negative regret). Suppose a scalar algorithm
satisfies E[G* — A] < B, where B > 0. Define Sy =), max; g;; — G*. Then

E[R%] < min{Uy, B + Sy} < min{Up, B + Ly}.
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Proof. Put R = G* — A. Since A <} max; g;s, [-R] < Sy <T —G* =Ly The
identity [R], = R+ [-R] gives

E[[R],] = E[R] + E[[-R],] < B+ S, < B+ L,.

Separately, the pathwise cap gives E[R%] < Up. Combining this cap with Rgﬁ < [R],
proves both minima in the lemma. ]

The extra term cannot simply be dropped. It measures how much an algorithm
could gain by switching arms, relative to the best fixed arm. It is zero if one arm has the
largest scalar reward on every round. The lemma gives a valid bound for an unchanged
algorithm, but in general does not give a useful bound uniform over L* = L.

A.6.3 The scalar Poly-INF bound

Integrating the scalar tail bound over confidence levels gives the positive-part
expectation bound used by Algorithm 2. For reward doubling, we use the deterministic
inequality within the source proof and control the estimation error across all epochs
together. Neither that inequality nor the full scalar tail bound requires the scale
parameter B to exceed the best arm’s reward. This matters because an epoch can start
with a value of B below that reward. The assumption that all rewards are fixed before
play makes the full-horizon best arm and the scale index used below deterministic.

For a value B, POLY-INF(B) denotes the policy in Algorithm 1, with exponent
2 and parameters (1,7, \) = (2VB, 3/K/B, 1/v/2K B). The next lemma states the
scalar guarantee used by both algorithms.

Lemma 24 (Positive-regret bound for POLY-INF). For a deterministic K-armed scalar
reward sequence gy € [0,1] of length n > K, write G}, := max; y -, gi+ and Ry, =
Gy — > i1 Yart- For every B > 81K and every § € (0,1), the policy POLY-INF(B),
which does not depend on §, satisfies

]P’{Rn > 4.5G,*l\/§+ 4VKB+ V2KB log(51)} <. (21)
If G; < B, then
E[[R.],] < (8.5+ V2)VKB < 10VKB. (22)

Proof. |Proof of Lemma 24| The deterministic-adversary part of Audibert and Bubeck
[2010, Theorem 18, Eq. (18)] considers a fixed gain matrix in [0, 1]5*" where n > K > 2,
and a parameter Gy > 81 K. With

1
=2, =2./Go, = 3/K/Gy, =
q n 0 Y /Go BAB RGO
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that theorem gives, with probability at least 1 — 4,

RAB < 45GAB /G£ +4y/KGo + /2KGolog(671).
0

AB

The source statement does not require Gy

< Gy. Its notation corresponds to ours as

n
GO = Bu GAB = G:w ItAB = at, R;?B = G:l - Zgat,h /BAB = A

max
t=1

The update in Algorithm 1 is the same policy after these substitutions. It depends on
K and B, but not on n or 4, so every confidence level concerns the same algorithm. The
source bound is therefore exactly (21).

It remains to prove (22). If G; < B, the first two terms in (21) are at most
4.5vVKB+4vV KB =85V KB. Set a =85V KB and b = v2KB. For x > a, substitute
d = exp(—(z —a)/b) € (0,1) into (21) to obtain P{R,, > =} < exp(—(z —a)/b). The
layer-cake identity, which writes the expectation of a nonnegative random variable as
the integral of its tail probabilities, gives

E[[R.),] = /0 P{R, >z} dz < a+/ e~ @/ dy = a + b,

which is (22). O

Lemma 24 speaks about a scalar bandit problem, so we record how its quantities read
once the scalar rewards are those of the precommitted coordinate. When Algorithm 2
runs POLY-INF(B) on the scalar rewards g;; = rfj,t over the full horizon n = T, the
scalar quantities in Lemma 24 are

T

Gy =maxY rif <U,  Rr=Rf, RF< [R%’L. (23)
t=1

The first identity is the definition of scalar regret for this coordinate. The inequality
G7 < U* follows because U™ is the maximum cumulative reward over all arm-coordinate
pairs. The last inequality is the coordinate case of Lemma 6.

A.6.4 Known-scale Poly-INF

We now apply the scalar guarantee with the supplied value Uy.
Proof. |Proof of Theorem 8] Knowing Ly determines B = Uy for POLY-INF and also
gives a pathwise cap. The two branches of Algorithm 2 use one of these facts each.
On the class L* = Lo, (5) gives max; ), r;’,t < U* = Uy for every coordinate d’, in
particular for the coordinate d’' fixed before play on which Algorithm 2 runs, so the
best cumulative reward the policy faces is at most the scale B = Uy, and the pathwise
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bound (9) gives RfTS < Up on every reward sequence in the class and every play path.
If Uy > 81K, Algorithm 2 runs PoLy-INF(Uy) over the full horizon T' > Uy > K, so
Lemma 24 applies, and its expectation bound (22) together with the reduction (23) gives
E[RE] < 10/KUy, where KUy = min{Uy, KU} because Uy > K. If Uy < 81K,
Algorithm 2 plays a fixed arm and the pathwise bound yields

RE < Uy < 9min{Uy, vV KUp}.

When Uy < K, the minimum is Uy, so the inequality holds with factor one. When
K < Uy < 81K, the minimum is /KUy, and dividing Uy by KUy gives \/Up/K < 9.
In both branches E[RE] < 10 min{Uy, KU}, which proves the theorem. O

The remaining proofs follow Proposition 9. They analyze modified EXP3, gain-based
EXP3, EXP3.P and MO-KS, and EXP3-IX in that order.

A.6.5 EXP3 with logarithmic reward estimates

Algorithm 3 uses the exponential-weights policy and logarithmic reward estimate of
Audibert and Bubeck [2010, Theorem 21]. The fixed-arm branch covers the values of B
excluded by that theorem. It changes neither the guarantee in Proposition 9 nor the
information available to the algorithm. Only the chosen arm’s reward is used in each
update.

Proof. |Modified-EXP3 part of Proposition 9] We prove the explicit bound

E[RE] < min{UO, 3+ V2)y/KUp 1og(3K)} .

Write B = Uy, H =log(3K), and G} = max; ), g;; = Uy < B. If B =0, the bound
R§§ < B proves the claim. If 0 < B < 4K H, the same bound applies to the fixed-arm

rule, and
B <2VKBH < (3+v2)VKBH.

Thus the minimum in this explicit bound equals B in this case.
Suppose now that B > 4K H, so 0 < v < 1. The logarithmic estimate is well defined

because i .
0< Bat < 57 - <
pat,t v 2\/5

With Gy = B, Algorithm 3 is the policy in Audibert and Bubeck [2010, Theorem 21].
Indeed, normalizing the exponential part of its probability rule gives p;; = (1 —
Ywit/ D wie + /K. For every § € (0,1), that theorem gives

;D IKH 1 12K B K
P —G54 — 4+ -VKBH log — » <.
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The parameters do not depend on ¢, so all these bounds concern the same algorithm.
Since G < B, define

2KB
S = I(BIT[7 b: T, a:3s—|—blogK

Substituting G7. < B and log(K/d) = log K + log(1/6) into the preceding display gives
P{R% > a+blog(1/6)} < 6. Forz > a,set § = e~ (*=9/% Then P{R% > x} < e~ (@-a)/b,
S0

E[[Rgﬁ’] ] = / P{RY > 2} dx
+ 0
<a —|—/ e~ @=a)/b gy — 3¢ 4 b(log K + 1)
< (34+V2)s.
The last inequality uses log K + 1 < log(3K) = H. Finally, szﬁ < Up and Rgﬁ < [Rﬁlp/ }
Jr
prove the modified-EXP3 bound in Proposition 9. O

A.6.6 Original gain-based EXP3

This is the gain-based EXP3 update of Auer et al. [2002b]. Only the choice of v
changes between the parameter settings below; no bias or logarithmic transformation is
added to its reward estimate.

Proof. |Gain-based EXP3 bounds in Propositions 9 and 20] Choose a deterministic
k € argmax; G;. If v =1, the claimed bound follows from Rtfﬁ < Uy, so suppose v < 1.
Since 0 < 7g;s <1, €® <1+ + (e — 2)2? on this interval. If W; = >, w;, then

Wi
log t+1 = log Z Gi tengz ¢

< log(l + 77<Qt79t> + (6 - 2)772<qt5/g\1€2>)
S T]<Qt7§t> + (e - 2)772<qt7/g\t2>

For the comparator arm k, Wry1 > exp(n)_, grt), while Wi = K. Summing the
preceding upper bound, applying this lower bound, and dividing by 7 gives

~ . log K
ng,t —Z<Qt79t> <——+(e—2 772 (4, 97)-
t t
Here <pt7/g\t> = Gay t and (1 - ’Y)Qi,t < Digt- AISO,

A= ped) = (1=7) D e Ge) + 7 > G



Multiply the potential inequality by 1 — ~y, use n = /K, and drop the final nonpositive
term —(v/K) >, ; git- This yields

G*—AS’yG*—l—(l—*y)M—i—W

M = Z(Qk,t — Gk,t), (e—2)— Zpltgzt =
t

Conditional unbiasedness and martingale orthogonality give

+Z

Y

where

K KU
E[M] =0, E[Mz] = Zgi,tﬂ‘l[l/pk,t —1] < ; Zg’%ﬂf < TO-
t t

For any integrable mean-zero variable, E[[M] | = E[|M]]/2. Also, since each arm’s total
scalar reward is at most Uy,

ElZ] =(e—2)—= Zglt_ (e —2)—= ZGiS(e—2)fyUg.

Take positive parts before expectation, use Cauchy—Schwarz for M, and drop factors
1 —~ < 1. Together with Rgsw < Uy, this gives

(24)

KlogK 1 |KU
E[R%] < min{Uo,(e— 1)Uy + fAlog A +Z 0}'

2y v
This is the parameter-dependent EXP3 bound used in both comparison propositions.
For V > Uy, take vy = min{1, (Klog K/V)Y/3}, with vo = 1. If V < KlogK,

the bound Uy suffices. Otherwise, write C = Klog K <V, so vy = (C/V)Y/3. Since
Uy <V, the three terms satisfy

(e =Dyl < (e = 1)CHPV/3,

Q — 02/3V1/3 < 01/3V2/3,

4% o
== < ZKYBlog K)oV < V3V,
2\ 5y =i (e k) = 9/log 2

Thus their sum is O((K log K)'/3V?/3). Setting V = T proves the unknown-L rate;
setting V' = Uy proves the known-Lg rate. The displayed parameter-dependent bound
also applies to the original square-root parameter choice. That choice is used in the
saved experiments. O
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A.6.7 EXP3.P, MO-KS, and EXP3-IX with known Lg

We next check whether supplying Lg improves the parameter-dependent bounds
for EXP3.P or EXP3-IX. This gives the EXP3.P bound with Up-based parameters in
Proposition 9 and explains why setting the EXP3-1X learning rate using Uy does not
improve the bound in our analysis. Neither calculation replaces the method’s reward or
loss estimate.

Lemma 25 (EXP3.P and EXP3-IX when Lj is known). Fiz K > 2,7 > 2D > 1,
Ly € [0,T), and a coordinate d’' before play. Put Uy =T — Ly. On every reward sequence
with L* = Lg, the following bounds hold.

1. Run EXP3.P on rewards in coordinate d’, with

KlogK
qg= log(KT(T+ 1)2), a=2/q, v = min{2,3 505}
0

At Uy =0, set v =3/5. Then

g Uo
E[RE] < mln{Ug, 2\/5KUglog K + 4/KTq + 8¢ + (T+1)2} . (25)

The same result applies to the adversarial branch of MO-KS with this parameter
choice. In particular, this is an O(min{Uy, /KT log(KT)}) upper bound.

2. Run EXP3-IX on losses {;; =1 —rfi’,t, with any constant n > 0 and v =n/2. Then

2log K + 1+ log?2

E[R}] < min{Uo, +nKT + 1+ log 2} : (26)

In particular, the choice n = \/2log K/(KT) gives O(min{Up, VKT log K'}).
Proof. For EXP3.P, the sampling probabilities and updates are

(o Y v [ giil{ar = i} «
pit=10—v)="—+—, Wi 41 = Wit €XP | -0 : +
( )Zg wip K o ' [3K ( Dit piﬂfVKT)

with w;1 = 1. The common initial factor in the source algorithm cancels from its
probabilities. Set dg = (T'+ 1)72, so ¢ = log(KT/dg). The inequality ¢ < KT holds for
K, T >2: KT —log(KT(T +1)?) is positive at (2,2) and increasing in each variable on
this range. Thus « < 2v/KT, as required by Auer et al. [2002b, Lemmas 6.1 and 6.2].

Let G = Uy < Uy, and let U be the largest upper confidence estimate in those
lemmas. With probability at least 1 — dy, U > G7, and the collected reward G%lg
satisfies

)

. 3KlogK
Gle > <1—5;>U—3;)g—2a\/KT—2a2.

20



Since vy < 3/5, this gives on the same event

R%' < %UO + ?’Klf;gK + 4~/ KTq + 8q.
If Uy > 5K log K, the chosen ~ makes the first two terms sum to 2¢/5KUplog K. On the
complementary event, Rg? < Uy, so its contribution to the expectation is at most Uydg.
This proves (25) in this range. If 0 < Uy < 5K log K, then 24/5KUylog K > 2Uy, so
the displayed minimum is Up, which bounds every algorithm’s regret. The case Uy =0
follows from the same bound. MO-KS runs this scalar method on a coordinate chosen
before play [Xu and Klabjan, 2023, Algorithm 1|, so the argument also applies after
conditioning on that choice.
To simplify (25), first note that

log(KT) < q=log(KT(T + 1)?) < 3log(KT),

because T+ 1 < KT for K, T > 2. Moreover, g < KT, as verified above. Hence

VEUglog K < \/KTq, q <+ KTyq, (T(J]rol)zéls KTyq.
Every term outside Uy in (25) is therefore at most a numerical constant times \/ KT log(KT).
This proves the compact upper bound stated in the lemma.
For EXP3-IX, the parameter-dependent inequality in the proof of Neu [2015a,
Theorem 1|, with v = /2, gives for every § € (0,1)

2log K

/ 1 2
P{RE} > +nKT~|—<+1> logd}gd
n
For fixed 7, all confidence levels concern the same algorithm. Put ¢ = 2log K/n + nKT
and d = 1/n+ 1. For x > ¢+ dlog2, choosing § = 2e~(*=9/4 gives P{R%/ >z} <
ef(a:fcfdlog2)/d. Thus
oo

E[[Rffpl} | <c+dlog2+ / e~(zmemdlog2)/d 1o — ¢ 4 (14 log 2)d.
+ c+dlog2

Combining this with Rg? < min{Uy, [R&l:]+} proves (26). The n-dependent part

of this bound is (2log K + 1 + log2)/n + nKT, whose minimizing value is n =
v/ (2log K +1+10g2)/(KT). It does not depend on Up, which is why supplying Ly
does not improve this EXP3-IX bound. ]

A.7 Upper bounds when L, is unknown

We now follow Section 4.2. The optimal reward-doubling method comes first, followed
by the horizon-scale and fixed-action baselines and then Propositions 20, 21, and 22.
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A.7.1 Reward-doubling Poly-INF

Restart times depend on the rewards collected by the algorithm, whereas Lemma 24
concerns a fixed number of rounds. We therefore use the deterministic inequality within
the proof of Audibert and Bubeck [2010, Appendix C.9] and control estimation error
across all epochs with one supermartingale. Keeping the same comparator arm in every
epoch makes the regrets add up to the full scalar regret. When that regret is positive,
the best arm’s cumulative reward bounds the largest epoch scale. This bound lets
us choose one supermartingale weight that is valid throughout those epochs, without
taking a union bound over restart times. We first prove a high-probability bound, then
integrate it to obtain Theorem 10.

Lemma 26 (Explicit high-probability form of Theorem 10). For K > 2,7 >2D > 1
and & € (0,1), put A(0) := 48 + /21log(d™1). On every deterministic reward sequence
fized before play, Algorithm 5 satisfies, with probability at least 1 — 6,

RS < [R%L < min{U*, A(0)(VEUy + 9K)}, (27)

where d' is the coordinate fized before play in Algorithm 5 and Uy is the best cumulative
reward in that coordinate.

Fix the coordinate d’ of Algorithm 5 and write g;; := Tzl’,t € [0,1]. The reward
sequence is fixed before play, so the smallest index £* attaining max;c g Z;‘FZI git is a
deterministic arm, with Uy = Z?:l g+ ¢ < U*, and by (2) R = 25:1(919*,75 — Gast)-
The started epochs are e = 0,..., epnax with B, = 81K 2°. Epoch e starts at round
te, occupies the rounds 7o = {t¢,...,tet1 — 1} with e, +1 := T + 1, and has length
ne := |Te|. Its POLY-INF(B,) copy uses (1, Ye, Ae) = (2/Be, 37/ K/Be, 1/\/2KB,). If
the threshold of epoch ey,ax is crossed on round 7', no further epoch is created, because
the restart condition requires t < T. Write e(t) for the epoch of round ¢, p; for the
arm distribution of the copy active on round ¢, and v;; for that copy’s estimate, so
that v, + = —)\e_(i) log(1 — )\e(t)gat7t/pat7t) and v; 3 = 0 for i # a;. The normalization of
Algorithm 1 gives p;t > Yer)/ K, hence Aoy git/Pit < ey K/ Ve(r) = 1/(3v/2).

Let F; be the sigma-field generated by a1, ...,a;, with Fy trivial. Because the
reward sequence is deterministic, the epoch index e(t), the vector p;, and each event
{t € T} are Fy_j-measurable, since {t € T} = {te < t < tey1} is decided by the
rewards collected before round t. Each copy draws its action from p; with randomness
independent of the past, so P{a; =i | Fy_1} = p;+ for every 4. This is the only property
of the learner’s randomization used below.

For every started epoch e put

Y. = Z Gay ts Ge = Z gk* t5 V;'(E) = Z Vi t,

teTe teTe teTe

re := Ge — Y, D, .= Gerk(f).
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We call r. the epoch regret against k* and D, the epoch deficit of the estimator of £*.
Both may be negative. Because the epochs partition [T and the comparator is the same
arm in every epoch,

€max €max T
chli: = Z Te, Z De = Z('gk*’t — ,Uk‘*,t)' (28)
e=0 e=0 t=1

Every started epoch satisfies Y, < B, + 1, because a crossing adds one reward in
[0,1] to a total below B., while an epoch that reaches round T without crossing has
Y. < Be. Every epoch e < ey.x was completed, so Y, > B.. Doubling keeps the sum of
the square roots of the scales within a constant factor of the last one,

€max €max

> VBe= VB 37 £ 24 VOV By 29)
e=0 s=0

The last inequality uses S°0°,27%/2 = (1 —27Y2)71 = 2.+ /2. If R% > 0, then
Zeﬁemax Y. < Uy, and since rewards are nonnegative,

Bepoe —81K = > B.< Y Y.<Uy, (30)

e<émax e<eémax

so that 2¢max < 1 4+ Uy /(81K). Define the deterministic index and scale

Uy *
e = L10g2(1 + &—dK)J Ber = 81K 2¢" < Uy + 81K. (31)

Then e < €* on the event {R%/ > 0}, and VK Ber < VKUy + 9K by va+b <
Va+ b and V81K?2 = 9K.

Lemma 27 (Epoch inequality). For every started epoch e, on every play path,

re < De + 14\/KB,. (32)

Proof. Write s, := \/K/B, < 1/9, so that 7. = 3s., A\ K = 5./v/2, and s.B, = /K B..
Define

1 —log(1 — zo) 1 1
xo = ——, CAB = —g , Vi= — o+ —————,
3v2 o xo  log(l — zp)

and, with y, := (K/B.)Y*,

:= exps V3¢ (1 — cABye> - o= (Q‘BMHM>2
He : ABYe 3 , o 3 )

These are the constants in the pathwise Poly-INF inequality used below after setting its
exponent to 2.
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The copy of epoch e is POLY-INF(B,) started from V' = 0 and run for n. rounds

on the realized reward segment (g;)ie7.. The segment starts and ends at random
rounds. The

inequality below is applied on each play path with the realized value of n., which
is legitimate because it is a deterministic statement for every number of rounds n > 1;
Theorem 2 of Audibert and Bubeck [2010] is stated for every positive integer time. Its
estimates have the form v;; = (¢/pi+)1{i = a;} with

A —log(1 — A
¢ = _ DPayt log(l . e.gat,t) = Gart Og( iL't)’ 2y 1= eJay,t
e Payt

1
. 07 7:|7
4 Day,t [ 3V2

and ¢; = 0 when g4, = 0. The map x — —log(1 — z)/x is increasing on (0,1) and
Jart < 1,50 0 < ¢ < cap < 1.1405. Moreover,

27/ 7e/ K = 43 (Be/K)'/* 2 12V3 > eap.

These are the hypotheses of Audibert and Bubeck [2010, Theorem 2, Eq. (8)| with ¢ = 2,
N ="Ne, ¥ = Ve, and ¢ = cap. That statement concerns an arbitrary finite sequence of
nonnegative reals together with the probabilities that the POLY-INF recursion computes
from it, holds on every play path, and imposes no lower bound on the number of rounds.
It gives

(1 - 'Ye) mlaX Vi(e) — (1 + '}’efe) Z Pay,tVayt < 2776\/E =4v/KB.. (33)
teTe

This is Eq. (39) in the source’s Appendix C.9 and is the only external inequality used in
this epoch proof.

We next derive a pathwise bound on the learner’s mixed estimate. Fix ¢t € T, and
write p = pa,t, § = Gast, © = T¢. If g = 0 then vy, ¢+ = 0 and (34) below is trivial,
so let ¢ > 0, hence x > 0. The map ¢(y) = 1/y + 1/log(1l — y) is increasing on
(0,1), because ¢'(y) > 0 is equivalent, with u = —log(1 — y) > 0, to 2sinh(u/2) > u.
Hence ¢(z) < ¢(xg) = v < 0.5224. Multiplying ¢(z) < v by —glog(l —z) > 0
gives —(g/x)log(l —x) < g —rglog(l — x). Since pvg,+ = —(p/Ae)log(l — z) =
—(g/x)log(1 —x), —log(l — &) = Acva, ¢, and g < 1,

K K
Zpi7tvi,t =D Vart < Gagt +VAe G Vayt < Gagt +VAe Z Vit (34)
i=1 i=1

Summing (34) over t € 7, using >, Vi(e) < K max; Vi(e)7 which holds because every v; ;
is nonnegative, and inserting into (33) gives

e Max Vi(e) < (1 +7vee)Ye + 4/ KB, ae :=1 — 7 — (1 + 7e&e)VA K. (35)
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We now bound the constants. The functions defining p. and &, are increasing in ye,
and y. < 1/3 because B, > 81K . The preceding formulas give

_ —log(1-1/(3v2))
1/(3v2)
v=3vV2+

CAB =1.140412 ... < 1.1405,

1 — 0.522372... < 0.5224,
log(1 —1/(3v2))

3 -2
fte < exp V3can <1 _ GAB > = 2.089831 ... < 2.090,
3 12V3

(. < <CAB(2.089831 )14+ 2.089831. ..
e =

2
o )> = 0.376576 ... < 0.3766.

The quantity a. is decreasing in &, v, and s, so

1 0.3766Y 0.5224 1
e>1 - — (1+ )22 20,6204,
e > 3<+3)\/§9>060

and

14+7ebe—ae = e [3(1+§e)+(1+%§e)%} < 5¢[3(1.3766)+(1.1256)(0.3694)] < 4.546 s.

Since a, > 0 and max; Vi(e) > Véf) = Ge¢ — De = Y. + 1 — De, inequality (35) gives
ae(re — D) < (1 + Vele — ae)Ye + 4v/K B, that is,

_ 1+ veée — ae < 4.546 .
Qe = 0.6204 "¢

4
re§D6+BeYe+a—\/KB€, Be : < 7.33s,.
e

Insert Y, < B. + 1, seB. = VKBe, and s, < 1/9,

7.33
re < Do+t (7.33+ ) KB+~ < Do+13.78y/KB.+0815 < D, +14y/ KB,

0.6204
where the last step uses VKB, > 9K > 18, so that 0.815 < 0.046+/ K B.. O

Lemma 28 (Monotone exponential supermartingale). For every round t € [T] and
every deterministic 6 > 0, on the F;_1-measurable event {0 < Ao},

E [exp(0(gr+ — vp ) | Fi1] < 1.

Proof.  Write X = A\oy), P = Prrts § = Gkt © = Ag/p € [0, 1/(3v2)], and a = 6/,
which lies in (0,1] on the event considered. Given F;_1, the estimate v+, equals
—A"!log(1 — z) with probability p and 0 otherwise, so

E |:€—0’Uk* it

Fiot] =p(=2)"+ (1= p) <p(1 - az) + (1 -p) =1 - g < ™,

95



where the first inequality is Bernoulli’s inequality (1 — x)* < 1 — az for a € (0,1]
and z € [0,1), the concavity of x — (1 — x)?, and the middle equality uses apz = 0g.

Multiplying by €9 proves the claim. O
Let
0% = A — 1 ’ e texi1 — 1 if epocl.l e* + 1 starts, (36)
V2K Bex T otherwise,
and My =1,

tAT

M, = exp(WZ(gk*’s _ vk*,s)), t=1,....T (37)
s=1

Lemma 29 (One maximal inequality). (M;)o<i<7 is a nonnegative supermartingale for
(Ft)o<t<T with Mo = 1. Consequently, for every 6 € (0,1), the event

t
& = { Y (91 = hes) < V2K Ber log(57") for every t <7} (38)

s=1
has probability at least 1 — §.

Proof.

For t < T, the event {7 < t} occurs exactly when epoch e* + 1 starts by round
t 4+ 1. This is determined by the rewards collected through round ¢, so the event belongs
to F;. For t = T, the event is the whole sample space. Thus 7 is a stopping time for
(F). On {r <t—1} € Fi_1 we have M; = M;_1. On {7 > t}, round ¢ lies in an epoch
e(t) < e*, so {7 >t} is contained in {6* < A} and Lemma 28 with ¢ = 6* gives
E[M; | Fi—1] < M;_1. Since vpr s > 0 and gir s < 1, we have 0 < M; < e T so each M,
is integrable and the supermartingale property holds. Let o := min{t < T : M; > 6},
with ¢ := T if no such t exists. Then ¢ is a bounded stopping time, the optional
stopping theorem gives E[M,] < E[M] = 1, and {maxo<z<p My > 61} = {M, > 61},
so Markov’s inequality gives

Pl Mz <0

which is Ville’s maximal inequality for nonnegative supermartingales. On the comple-
ment, 0* >, (gr+ s — Vg 5) < log(d71) for every t < 7, which is (38). O

The event & controls the total estimation error across the epochs up to e*. The
next proof uses it at t = T when 7 = T'. There is no union bound over epochs or prefix

lengths, and no continuation of an epoch beyond its end.
Proof. |Proof of Lemma 26| Fix § € (0,1) and work on the event & of Lemma 29,

which has probability at least 1 — §. On every play path [RE}, } < Uy < U*, because
+
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the learner’s cumulative reward in coordinate d’ is nonnegative, and Rgg < [R%/ } by
_l’_

(9). It remains to bound [R‘%} . on &. If R‘%’ < 0 there is nothing to prove, so suppose

R% > 0. Then epax < €* by (31), epoch e* + 1 never starts, and 7 = T. Lemma 27

applies to every started epoch, so by (28), (29), and B < Bex,

€max

€max €max

R(ji: = ZTe <Z gk*t_vk*t "‘142 \/KB
e=0
< \/QKBB* log(671) + 14(2 +V2)\/KBex < (47.8 + V2log(6 1)) /K Bes,
(39)

where the comparator sum is the sum in (38) at t = 7' = 7, and 14(2 + v/2) < 47.8.
With /K Bex < /KUy + 9K from (31), on &,

[Rﬁ}’} < (47.8 + v21og(67Y)) (v KUy + 9K) < A(0)(vKUg +9K), (40

which proves (27). O

Proof. |Proof of Theorem 10] Put a := 47.8y/K B¢+ and b := /2K Bex, both determinis-
tic. On &g, a nonpositive R%l has zero positive part, while a positive R%l satisfies (39).

Thus, for x > a, the choice § := exp(—(z — a)/b) € (0,1) gives [R‘rﬂ <z on &, and
+

hence P{ [R%/} . > r} <P{EE} < e~ @9/t The layer-cake identity gives

EHRT/L] :/O P{[R%L > z}dr < a—i—/a e~ @/ gy — g 4 b
= (47.8 + V2)/K B < 50(\/ KUy + 9K).

Together with [R%/ } < U* on every play path and R§§ < [R%/ } , this gives
+ +

E[RE] < min{U*,50(/ KUy + 9K)}

To obtain (11), use Uy < U*. If U* < 81K, the minimum is at most U*, and
U* < 9min{U*,vVKU*}, because U* is the minimum when U* < K, while U* =
VUU* < 9VKVU* when K < U* < 81K. If U* > 81K, then 9K < vVKU*, so
50(VKUy + 9K) < 100V KU* = 100 min{U*,vKU*}. On a reward sequence with
L* = Ly we have U* = Uy =T — Lo by (5), which gives the last claim. O

The absence of logarithmic factors in K or T' comes from controlling all estimation
errors together. The index e* is deterministic, and its weight A« is valid in every earlier
epoch. Thus the proof needs neither a union over arms nor a union over restart times.
Proof. [Proof of the horizon-scale Poly-INF comparison| The two branches of Algorithm 2
with B = T are handled separately. If T > 81K, the best cumulative reward in

o7



coordinate d’ is at most T = B, so (9) and (22) give E[RE] < 10/ KT = 10Wk 1, where
Wkt = VKT because T > K. If T < 81K, the algorithm plays arm 1 throughout, and
the pathwise cap Rfjﬁ < U* <Tis at most 9Wgk 7. Indeed, Wi =T when T' < K,
while for K < T < 81K, T/Wkr =+/T/K <9. n

A.7.2 Uniform and fixed-arm play

Proof. [Simple-baseline bounds| Fix a coordinate and a deterministic best arm & for
that coordinate, with total reward G* < Up. Since every reward is nonnegative, the
algorithm’s collected reward is at least the reward it collects on rounds when it plays k.
Hence, pathwise,

RE <[G*— A, <G = gual{ar =k}
t

Uniform play selects k£ with probability 1/K on every round, so its expected regret is at
most (1 —1/K)G* < (1 — 1/K)Up. The pathwise bound RE < Uy also covers specified
fixed-arm play, including the endpoint Uy = 0. O
A.7.3 EXP3.P, MO-KS, EXP3-IX, and GREEN-IX

Proof. |[High-probability part of Proposition 20| First consider EXP3.P. Set o =
(T +1)72, and use

'y:min{g,%/?)K;OgK}, a = 2+/log(KT/d).

Theorem 6.3 of Auer et al. [2002b] bounds the realized scalar regret by

b1 = 4/ KT log(KT/50) + 41/ gKTlogK + 8log(KT/dp)

with probability at least 1 — dg. On that event, R§§ < bk; on its complement,
RE < Uy <T. Thus

E[RE] < (1 — 60)br.r + 00U < b7 + Tdo.

Combining this inequality with the pathwise bound R% < Uy gives

E[RE] < min{Uy, bg,r + Tdo} < min{Up, /KT log(KT)}.

Here ¢ = log(KT(T + 1)?) < KT and ¢q < 3log(KT) for K,T > 2, so the additive ¢
term is absorbed by v/KTq. The parameter ¢y is fixed before play, so this argument does
not integrate bounds for different algorithms. The adversarial branch of MO-KS is this
scalar EXP3.P procedure on a fixed coordinate [Xu and Klabjan, 2023, Algorithm 1|;
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choosing its parameters as above gives the same conclusion. Randomizing the coordinate
before play also preserves this bound by conditioning on that choice.
For EXP3-IX, set n = 2y = y/2log K/(KT), use the loss estimate

~ i 1{ay =1 ~
€i7t = M’ Pit X €xXp <_nzgi,s> .

s<t

Theorem 1 of Neu [2015a] gives, for the same algorithm at every § € (0, 1),

, | 2KT
P{R} > a+blog(2/8)} <4, a=2y2KTlogK, b= og & T 1.

Put y = a+blog2. For z > y, choose § = 2e~(*=®)/b ¢ (0,1). The preceding probability
bound then gives P{R% > x} < e~(@=9)/. Therefore

E[[RT/L_] <y+ / e @/ gy = a + (1 + log 2)b.
y

For K,T > 2 this is O(v/KTlog K). Combining it with the bound by Uy proves the
EXP3-IX bound in Proposition 20.

For GREEN-IX, apply Corollary 4.2 of Lykouris et al. [2022] to the losses in coordinate
d’, with 8o = (T + 1)~2. Its number of arms, denoted d in that source, is our K. The
adaptive loss-doubling procedure gives, with probability at least 1 — dg,

RE: < /KLy log(KT) + K log(KT),

where log(K/dy) = log(K(T + 1)?) < 3log(KT) for K,T > 2. The loss-doubling
overhead in Lemma 3.8 of the same source enters through log(1+ log(Lg + 1)), which is
also absorbed into O(log(KT)) since Ly < T. The procedure does not need Ly or Ly
as an input. Let bg denote the displayed right side, including the numerical constant in

the cited result. On the event, which has probability at least 1 — &y, R{ﬁ < [Rf}, } . < bg;
on the complement, Rgﬁ < Uy. Hence

E[RE] < min{Uy, b + Uydo}.
Since Updo < T/(T + 1) < 1, this proves the GREEN-IX bound in Proposition 20.
Taking a positive part introduces no extra loss-level dependence. O
A.7.4 Gain-based EXP3

The calculation in Appendix A.6.6 proves (24) for every supplied V' > Ujy. Choosing
V =T gives
E[RE] < min{Uy, (K log K)'/3T%3},

which is the gain-based EXP3 statement in Proposition 20.
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A.7.5 Original EXP3.1

EXP3.1 [Auer et al., 2002b] restarts the gain-based EXP3 weights, but retains its
cumulative reward estimates across epochs. For completeness, set

_ Klog K
e—1"

Epoch r starts fresh EXP3 weights with parameter ~,, but keeps the cumulative
importance-weighted reward estimates CA}Z from all earlier epochs, initially zero at
r = 0. Before every action, including the first action of an epoch, check whether
max; (A;l < b, — K /.. If this fails, increment r, reset the weights, and repeat the check
without taking an action or changing the retained estimates. Otherwise, take one EXP3
action and add its importance-weighted reward to @Z This is the pre-action check in
Auer et al. [2002b, Figure 2|; it permits empty epochs. The retained estimates, rather
than collected rewards, determine the restart times.

Proof. [Proof of the EXP3.1 part of Proposition 20] Write £ = log K, ¢ = K¢/(e—1). All
the inequalities in the first part of the proof hold on every realized history and at every
prefix of that history. Let r be the epoch of the last completed action, z = max; @i,
and A the collected reward at that prefix.

Within a nonempty epoch s, every action begins with @z < by — K/vs. Since its
estimate increment is at most K /s, every global estimate immediately after that action
is at most by, including at the end of the epoch or any prefix of it. Nonnegativity gives
the same bound for the epoch increment, denoted (AJZS The EXP3 potential argument
above, with pi,t?h?,t < Git, gives for every arm j

c b, = c4", Y =2"".

Ay > Gjo— (e = 1)ysbs — Kl)ys = Gj s — 2K 2°.

Empty epochs satisfy this inequality as well. This reproduces the epoch inequality of
Auer et al. [2002b, Lemma 4.2]| and also shows explicitly why it holds for a truncated
last epoch. Summing over epochs and maximizing over j yields

A>x—4K02" (41)

If r > 1, leaving epoch r — 1 required & > c4"! — K2"~!. Put y = 2". This inequality
is cy? — 2Ky — 4z < 0, so y is smaller than its positive root:

K+VK?Z2+4cx 2K T
y < ST—I-Q E,

Cc

where the last inequality uses vV K2 + 4cx < K +2+/cx. When r =0, 2" = 1. Combining
the two cases gives

" <1+2K/c+2y/z/ec. (42)

Consequently

A>x—ayx —Db, a=8y/(e—1)Kl¢, b=4K(+8(e—1)K. (43)
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Indeed, substituting (42) into (41) gives

SK?2¢ _ 8KY
Nz

and ¢ = K{/(e — 1) gives the displayed values of @ and b. For 0 <y <z, x — a\/z >
Y—ay— a®/4. To see this, write z = y 4+ z with z > 0, use \/y + z < VY + V7, and

note that
z—avz=(Vz—a/2)*—d%/4> —d?/4.

Thus (43) implies, for each fixed comparator k,

A>x— 4K/l — Vi,

A>Gp—a\/Gr—b—d?/. (44)

We next bound the estimation error without assuming that the algorithm knows Uj.
Fix a deterministic best arm k, and let 7 be the first round at which collected reward
reaches G*, or T if this never occurs. If G* = 0, nonnegative rewards imply that every
arm receives zero reward on every round, so Rg? = 0. We therefore assume G* > 0. This
stopping time is used only in the proof. Nonnegative rewards imply

G* — A7), = ng,t —-Ar| A <Up+1.

t<
<r n

Indeed, if the threshold is reached, then A, > G* and Ap > A, so both positive parts
are zero. If it is not reached, then 7 = T, and the two expressions are identical. Moreover,
immediately before a crossing the collected reward is smaller than G* < Uy, and the
crossing reward is at most one; hence A, < Uy + 1. From (43) and av/z < (z + a?)/2,
at this stopped prefix

x < H:=2Uy+ 1)+ a* + 2b.

Epoch indices only increase. Hence every action up to 7 occurs in an epoch v < r, and
its sampling probability satisfies py ¢ > v,/K = 1/(K2%) > 1/(K2"). By (42), 2" < s,
where the deterministic quantity s is

s=1+2K/c+2\/H]ec.

The stopped estimation error M, = >, _(gk+ — Gr+) has mean zero. Its increments
include the predictable indicator 1{¢ < 7}, so conditional unbiasedness and orthogonality
give

EM2 < Ks» g, <KslUy,  E[Gr=E|> gri| <o
t

t<t
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At the stopped prefix, (44) gives

> gkt — Ar < M +a\/Grr +b+a?/4.

t<rt
Taking positive parts and expectations, using E[[M;] ] < % E[M?2], and applying
Jensen’s inequality to \/@/w proves
E[RY] < min{Up, a\/Up + b+ a?/4 + 3/ K sUy}. (45)

For K > 2, ¢ =log K >1log2, a®> = 64(e — 1)K/, and b = 4K/{ + 8(e — 1)K = O(KY).
Consequently,

B B 2(e—1) H(e—-1) Uy
H=0(U, + K¢?), s=1+ 7 +2 7 =0 1+”K€ .
Since s = O(1 + \/Uy/(K{)), taking square roots gives /s = O(1 + (Uy/(K£))Y/*4).

Therefore 11
KU3
\/KsUg:O< KU0+< g()) >

The term ay/Tp is O(v/KUpl), while b+a?/4 = O(K{). Since VKU, < (log2)~'/2/KUy,

substitution in (45) gives

KU3 1/4
E[R¥]Smin{Uo, KUO]OgK+(logI()(> +KlogK},

which is the EXP3.1 bound in Proposition 20. This proof concerns the original EXP3.1
procedure, not reward-doubling Poly-INF and not a modified EXP3 estimator. U

A.7.6 Tsallis-INF, EXP3++4, and MO-US
Proof. |Proof of Proposition 21| Use Tsallis-INF with parameter o = 1/2; symmetric

regularization, and the estimators in Zimmert and Seldin {2021, Theorem 1]. Its learning
rates are 2/+/t for importance-weighted (IW) estimates and 4/v/¢ for reduced-variance
(RV) estimates. For deterministic losses the cited pseudo-regret bounds are signed
expected regret bounds. Write B 4 for the following explicit bounds. For Tsallis-INF,
EIV\/(W,) =4v Kn+ 1,
Brv(n) =2V Kn + 10K logn + 16.

Lemma 23 proves the stated positive-regret bounds for these unchanged algorithms.
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For EXP3++, Seldin and Lugosi [2017, Theorem 1] gives By, (n) = 4y/Knlog K.
The assumptions on its exploration parameters are important. Set

m=3\0og K/(Kt), qipoce ™t piy=(1—€)qiy+ g, €= Z €it)
(2
where 0 < ¢;; < min{l1/(2K),n} is determined from past observations. Its loss estimate
is Zi,t = {;+1{at = 1} /pi+. The adversarial argument does not require the empirical gaps
used to choose these exploration probabilities to be accurate.

For completeness, this argument also covers the initialization used by MO-US [Xu
and Klabjan, 2023, Algorithm 2]. Charge at most K regret for its initial pulls (or T
if T' < K). Its initial cumulative estimates lie in [0, 1], so their range costs at most
one additional unit in the exponential-weights comparison. We now derive the needed
inequality on the remaining rounds.

Let H; o € [0,1] be the estimate after initialization, let H;; = H; o + Zizl Z@S, and

define
Ft :—10g< ZC mHlt 1) .

We set nr+1 = nr when defining the poten‘mal after the final update. Conditional on
the initialization, H; g is fixed. At a fixed value of 7, put

N 2
Ut = 77t<¢]t>€t> - %<Qt72>'

The inequality e™® < 1 — x + 22 /2 gives > qi,te*"t@vt <1 — . The sum on the left is
positive, so u; < 1, and —log(1 — uy) > uy. Consequently,

1 7 ~ Nt )
——1 E ; mebie > 0p) — = 7).
77t 0og ‘ qite 2 <Qt7 t> B <Qt7 t)

7

For a fixed nonnegative vector H, the function

77»—>—log< Ze "H>

is nonincreasing. One way to see this is to write the derivative as — KL(g, | Unif[K])/n? <
0, where ¢, ; e~ Since 1;41 < ¢, replacing 1; by 7:11 after the update can only
increase Fyy1. Therefore

<Qt72t> <Fn—-F+ %<Qt72>-

Summing this inequality telescopes. Moreover,

log K
Fry < Hpr+ o8 , Fy > min H; o,
nr v
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so Hy o — F1 < 1. Subtracting ), Zk,t = Hy 1 — Hp gives
~ ~ logK 1 ~
zt:@t, ) — zt:ek,t <1+ - t3 zt: UL Z@: qitliy-

Since €; < 1/2, p;j+ > ¢i+/2. Thus the conditional expectation of the quadratic term
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i Dit

is

Moreover E¢[lq, + — (gt, Zt>] = (pt — qi, %) < ¢, < Kn;. The first inequality follows from
Dit — Git = €ir — ¢y and £;; € [0,1]. Unbiasedness gives E;[¢+] = (¢ Finally,

zth t=1/2 < 2\/T, and hence
TlogK
Z n <

t<T

Taking expectations in the potential inequality and adding the sampling difference
therefore gives

E[R(qi:] < Bumo(T) :=4y/KTlog K + K + 1.

This also covers any of MO-US’s empirical exploration choices satisfying the displayed
bounds. A zero denominator in the exploration expression is interpreted as +o0o before
taking its minimum, so the probabilities remain well defined. Apply Lemma 23 once
more. Substituting the four explicit bounds gives the corresponding statements in
Proposition 21 for K > 2,n > 1. This argument does not replace Ly by L. O

A.7.7 Independent restarts in fixed blocks

Lemma 30 (Positive regret after independent block restarts). Suppose A has signed
expected regret at most Ba(n) > 0 on every deterministic scalar sequence of length n.
For the block lengths nq, ... ,n, in Algorithm 6,

E[R%] < min UO,ZBA nj) min Zn hKUy . (46)
Jj=1

Proof. Fix a best scalar arm £ for the entire sequence. Let A; be the collected reward
in block j, G ; that arm’s reward there, and X; = G ; — A;. Each E[Xj] is at most
B 4(n;), since a block’s best arm earns at least G, ;. The blocks and reward sequence are
fixed, and the copies use independent random choices without shared state. Hence the
X; are independent, even though actions within a block are adaptive. For X =" ; Xj,

64



put Y = X — E[X]. Since Y has mean zero, E[[Y],] = E[|Y[}/2 < y/Var(X)/2. Also
Var(X) = >, Var(X;) = >, Var(4;), because the Gy, ; are deterministic. Therefore

E[[X],] < [E[X]], +E[[X - E[X]],] < ZBA(”J') +3 /ZVaT(Aj)-

Since Aj € [0,n;], Var(4;) < n3/4 Also A? < hAj, and pathwise >, A; <37, gis <
KUy. Therefore

D Var(A;) <) E[A}] <AE|) Aj| < hKU.
J J J
Combining the two variance bounds and RE < min{Up, [X] 4} proves the result. O

Proof. |Proof of Proposition 22| Use the four explicit bounds B 4 established in Sec-
tion A.7.6 as B4 in Lemma 30. Let h = min{T, [VKT|}. If K > T, KY/*T3/* > T,
and the bound Uy suffices. For K < T, there are at most 7'/h + 1 blocks, and

> VEnj < VET/Vh+vVh), > Var(4;) < hT/4.
j J

J

Here

VKT <h<VKT+1<2VKT.
The lower bound on h gives
T
VK — < KYAT8/4,
N

The upper bound on h, together with K < T, gives
VEh < V2 K37V < 2 KVAT3/A, VT < V2 KVAT3/A,

Thus the square-root terms in (46) are O(K/4T3/4),
The number of blocks is at most

T [T /T
—+ 1</ =4+1<24—.
h+ - K+ - K

For IW, the additive constant in each block therefore contributes at most O(\/T/K),
which is O(K1/4T3/4). For RV and MO-US, the non-square-root terms sum to

T
O(K log(eT) <h + 1)) = O(VKTlog(eT)) = O(K4T%*10g(2T)).
For EXP3-++, multiplying the square-root calculation by y/log K gives O(K1/4T3/4\/10g K).

Substitution into (46) proves all four bounds in Proposition 22. These statements concern
the independently restarted copies in Algorithm 6. U
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For a fixed weighted average, replace each scalar reward by g;+ = >, wdrfi’t. The
same scalar proofs apply, with best reward at most Uy. For GREEN-IX the relevant loss
is min; > ,(1 — gi,¢), which need not equal L*. Thus averaging is valid for the algorithms
with a positive-regret guarantee. This is not a consequence of a signed expected-regret
bound. If all coordinates coincide, Pareto regret is already the positive part of scalar
regret, so that distinction remains necessary.

A.8 Proof of the minimax theorem

Proof. |Proof of Theorem 11| For the exact class L* = Ly, Theorem 4 applies to every
algorithm, including algorithms that know Lg. It gives

Vi.pr(Lo) > 272 min{Uy, KU}

Algorithm 2 may use Lg, and Theorem 8 gives

Vi.p.r(Lo) < 10min{Us, /K Up}.

Together these inequalities prove (12). Algorithm 5 does not know L, and Theorem 10
gives the uniform classwise bound

E[RE] < 100 min{Up, /KUp}

for every L, so the same order is attainable without this input.

At Ly = 0, Uy = T, and the preceding two-sided bound is ©(Wig ). For the
unrestricted class of reward sequences, the zero-loss class is a subset, so Theorem 3 gives
the same lower bound. For every unrestricted sequence, 0 < U* < T, and the function
u +— min{u, v/ Ku} is nondecreasing. Applying Theorem 10 with U* = T' — L* therefore
gives

E[RE] < 100 min{U*, VKU*} < 100 min{T, VKT} = 100Wg. 7.

This proves the unrestricted upper bound. The displayed numerical constants are not
claimed to be sharp. O
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